Abridged and annotated interview with Assistant Professor Dan Wallach of Rice University.  The interview was held on October 9, 2003.  Key: DW=Dan Wallach, CK=Chris Kelty, TS=Tish Stringer, AP=Anthony Potoczniak.

Dan Wallach is a young professor in the Computer Science department at Rice University.  He is a security specialist, which is a field that seems to have come into its own only in the last 10 years (though the basic principles were set out much earlier.
  He is fond of his hobbies, which include photography and swing dancing.  He both seeks out attention and has been rewarded through his involvement in a series of high-profile events in the overlapping spheres of security, politics, the internet and free speech.  Many of these involve direct engagement with the law, lawyer, corporate legal council, or others.  Dan's experience with United Media,
 who threatened suit for his "inline" display of Dilbert comics is an early example.  No court case was filed.  Perhaps more famously, Dan was involved in one of the first legal challenges to the 1998 Digital Millennium Copyright Act, with Princeton Professor Edward Felten.  At issue was the attempt by a consortium of music companies (called the Secure Digital Musical Initiative) to prevent Felten et.al. from publishing a paper which explained the insecurity of a watermarking scheme (the SDMI had issued a challenge to break the scheme, which Felten et.al. had done, but rather than stay mum and accept the small prize, they decided to publish the result).  The suit was eventually dismissed, the paper eventually published.
  Dan's most recent exploits have involved the newly available Electronic Voting Machines, and the company Diebold in particular, issues which we addressed in this interview.
Both the first and second interviews with Dan show him to be concerned not only with the issues but with the way in which they are stated.  After the first transcription, Dan was horrified to see that we had dutifully transcribed all of his ums and ahhs and he made a stoic effort to restrain himself.  In this abridged transcript, we have removed such phatic  keys, but have left the areas where we noted a concern with "watching what you say," which is how we started:
DW:  Actually, in a couple of weeks I’m getting official media training from the Rice PR people.

CK: I’m supposed to go do that myself actually, I’ve heard it’s actually pretty intense.

DW: It starts at 8:30 and they’re gonna go all the way 'til noon.

CK: There’s a lotta words you’re not supposed to use, I’ve heard "content" is out… I’m not exactly sure what you're supposed to say…

Perhaps due to his extensive involvement with lawyers, Dan is generally hyper-aware of the need to watch what he says, so he asked at the outset:

DW: Right, One last thing before we get into it; there are some things that I could talk about but it might be things that are not yet public information, so should I just should I censor myself to the extent that I don’t tell you anything that I wouldn’t be embarrassed to see, or for the world to know about?

CK: Well, you should probably…I mean from our standpoint this is not going to go to anybody except us and you right now—so you don’t necessarily need to censor yourself but you can, you should mark those things when you say them; that way when we give you the transcript you can say this is not public and it should be crossed off.

DW: Ok, there’s only a small number of things I can think of but I just need to know whether I have to keep that, that guard up. 

CK: Yeah, we’re not gonna publish this [transcript], it’s not going anywhere besides you, me, Tish, Anthony, and three other people in the anthropology department who are part of this project. 

DW: At some point it’ll be synthesized and you’ll be writing papers and all that?

CK: Right. [We'll give you a copy] you’ll have final say on it

DW: Ok, Ok

The interview questions we designed at the outset focused on a variety of political issues as well as "ethical issues" concerning definitions and practices of the security researcher, the advice he gives regarding privacy and security, and questions about funding and research.  We started however, with a broad biographical question, which in Dan's case yielded more than half of the first interview.  Much of what we found most interesting about these stories dealt with issues of teaching, pedagogy, learning by doing, and growing up steeped in computer culture.  In certain cases, as at the outset, Dan showed a penchant for something like "reverse ethnography"—a phenomenon common amongst hackers and geeks in which he half-mockingly/half earnestly offers "social" or "ethnological" explanations for his own behavior.

CK: So, maybe you can start by telling us a little bit about your biography, go as far back as you want.  Maybe tell us a little bit about how you came to be a computer science researcher, um whatever sort of particular turning points, events, or people, might have influenced that,

DW: Ok, but now as anthropologists you know that whenever you’re taking a life history that you know that your subject lies.

CK: Yes, yes, we’re expecting you to lie, we’re ready for it [laugh]

DW: Ok, so you’re 

CK: But, you know what, that’s what’s interesting about anthropology is that the lies are just as interesting as the truth.

Dan's life of high profile participation has a particular genesis. 

DW: Ok, so I guess let’s rewind all the way back until like say the fourth or fifth grade and we’ll progress rapidly, so my father is a computer engineer, he designed super computers and he was the chief architect of the Data General "MV8000 Eclipse" and there was a book written called The Soul of the New Machine by Tracy Kidder, it won the Pulitzer Prize.

CK: Yes, I know it.

DW: and like one of the chapters is about my dad.

CK: Wow

Pedagogy, Tacit Knowledge, and informal learning

Dan grew up in Cupertino, "Apple's backyard" with plenty of access to computers.  By junior high, his father moved the family to Dallas to start Convex Corporation.
DW: My dad would go to work on Saturdays and I’d go with him.  I would go and use one of the terminals in some random office that wasn’t being used—most people weren’t there on Saturday.  Half the time I’d just play computer games, but I was also starting to learn how to program for real.  This was BSD Unix on VAXs.  And so I had experience [like] today what kids get with Linux I had equivalent experience way back then.  One of my early mentors and role models was the system administrator for Convex, a fellow named Rob Kolestad.  Rob (before he was at Convex) was involved in the, I think it’s called the Pilot Project, which was at Illinois Urbana…that got a lot of kids involved in computing very early.  And Rob was one of the people who implemented one of the predecessor systems to Net News—you know, back before there was Usenet, Pilot had some equivalents.  So Rob basically taught me programming in C and taught me a lot of what I learned about computers back then. I think I took a computer class or whatever in junior high but that was like a toy compared to going on Saturdays to my dad’s office and playing on the big machines.  We still didn’t have a home computer…

CK:  Yeah, you had a computer company.

DW: They had a laser printer, that was really cool.  I could like typeset reports and hand them in to school and back then you know, nobody else had a LASER printer.

CK: Sure, there's nothing like typesetting your reports for high school!

DW: Yeah, yeah, so I was using troff at the time, and learned a lot about using random Unix utilities, and that helped me today with the sort of LaTex things that I do.  I’m quite comfortable working with these things that I learned way the hell back when.  Rob had an interesting teaching style, when I would have some problem—say if I had a program I was working on that was similar to grep, that’d let you search for text within files; whenever I’d walk into Rob’s office and say I’m having a problem with something, he’d bring it up on his screen and he would show me how you could fix this or fix that and then he’d throw it away.  So, then I’d have to go do it myself. 

CK:  It was all about getting you to see the insight in it, not actually [doing it for you].

DW: But he wouldn’t actually do it for me, actually he would do it in front of me, but he wouldn’t give me the result of doing it in front of me.  So, he wouldn’t type everything out, he knew all these weird key sequences and I’d interrupt him and say, "What did you just type?" So, that’s why I learned a lot of these little nuanced key strokes that aren’t documented, but that vi would support.  I learned them from Rob and now, you know, I see my own students say, "What did you just type?"  A sort of a cultural passing on 

CK: Absolutely.  Tacit knowledge, we call it.  Lots of tacit knowledge.  

DW: Sure, yeah. Tacit knowledge, picked up lots of that!

CK: There you go, spoken like an anthropologist.

DW: Yeah.  Yeah, that’s it.  I’m not comfortable with your vocabulary, but I’ll roll with it. 

Dan's childhood steeped in computers and programming did not determine his life aims, however.  He relates how photography became a fascination in High School and College. 

DW: I was Mr. Yearbook photographer, you know, I was inseparable from my camera, it was with me everywhere I went, travel, whatever, I always had my camera, and I had one of these honking side flash things so that way, you know, I was I was prepared.  Even though when I was a senior I was in charge of a staff of like 10 photographers, probably a 1/3 of the yearbook pictures are me.  That’s maybe an exaggeration.  I’m lying.  But, it was, it was clear that I was doing a lot more than my share of the work.  But that was Ok, ‘cause I loved it.  So when it was time to apply to college, I actually was faced with sort of a hard decision.  If I want to be a photographer or a computer nerd…   I spent one summer at Santa Barbara, one summer at Stanford, and had taken photo classes, in summer ’88 at Stanford, my photo instructor was a former lab assistant of Ansel Adams.  So I learned a lot of "tacit knowledge" about photography… All sorts of, I mean things that today you just do in Photoshop.  But doing it in a darkroom with wet chemistry is a lot harder.  And I learned a lot of that, I was really enjoying it.  And, you know, I learned that at Berkeley—the only way at Berkeley with 30,000 students, a huge campus, the only way you could take a photography class is if you are majoring in Environmental Design. Not even art majors could take photo classes.  It was you know the sort of thing that Rice kids don’t understand how well they have it.

CK: Right

DW: So, I sort of realized that computers were where it was gonna be, and you know, computer science, I certainly enjoyed it and was good at it, so it was a perfectly sensible thing for me to major in, that’s what I was gonna do.  And you know I didn’t take all that many, I’ve probably taken more pictures in the last year than I did as an undergrad.  

Dan decided to major in Computer Science in Berkeley.  The researchers here note that one of the interviewers (CK) uses this chance to participate in the discourse of legitimation through heroic undergraduate undertakings. 

DW: So as an undergrad I took all the computer science courses.  I remember my freshman CS course, CS 60A, I believe was taught by a guy named Brian Harvey.  When he first walked out, we thought he was the janitor and we were waiting for the real instructor to show up.  He was this guy in a tee shirt, walking… this overweight guy lumbering out and we thought, "Ok, well where’s the instructor?" "Ok, he is the instructor," and he was a really fantastic instructor.  I mean, he was one of these people, you know, every every department has somebody who is not a CS researcher, more like a CS education researcher studying [teaching]. So he taught this course just amazingly well.  And it was based on MIT 6.001.  Famously one of the hardest CS curriculums, and one of the hardest classes in that curriculum. The MIT joke is that it’s like drinking from a fire hose.

CK: Right.  I took that one, from Rodney Brooks actually.

DW: Yeah, so I took 6.001 in Berkeley.  And it’s amazing how much MIT culture pervades—the fact that MIT course numbers were meaningful outside of MIT.

CK: Yeah, that’s really kind of sick, actually.

DW: Yeah…. that you would know what I’m talking about.  So, I remember taking great pride in the fact that I only lost 3 out of 350 points total in the entire semester.

CK: Um hm [Aside: Just for the record, CK did not offer that he too nearly aced his 6.001 course.  Modesty is a virtue in anthropology].

DW: So back then, I was sort of… I rocked.  Computer stuff was easy.  I was trying to minor in physics, ‘cause I had a really inspirational high school physics teacher who I loved.  And it took me five semesters of physics at Berkeley to finally break my back.  Somewhere along the way, where it was like tensors of inertia, and you know, I mean I survived quantum mechanics which was an accomplishment, but upper division mechanics just broke me.  I just couldn’t deal with it anymore.  And at that point I decided Ok, I’m just a CS major, I went off and took other courses for fun.  I thought it was decadent, but I went off and took a class in Greek tragedy.

Dan proceeded to garner the successful connections that come with majoring in computer science and having a computer engineer father—working for a startup firm, interning at NASA, developing Repetitive Strain Injury "I had totally trashed my wrists from too much typing and everything else.  You can pan your camera over here and see, now I’ve got a shiny keyboard, and I’ve got a fancy mouse, and I’ve got, you know, notice how there’s no arm rests on this chair, I forcibly removed them, they’re sitting in a pile in a corner somewhere."  Eventually he began to think more carefully about a life in research, about the need for mentors and letters of recommendation, and he chose a group to work with.

DW: So, early on one of my academic advisors had tried to talk me into working for him in his research group.  This guy did real-time multimedia, video streaming stuff.  So, I went up to him and said, "Hey Larry (Larry Rowe), can I join your group?"  He said, "Sure."  So, I ended up implementing two things for them.  They had this video streaming thing that would move uncompressed video off of one computer on to another and display it and they had this complicated video disk thing so they could grab video into the machine.  So I wrote the audio re-sampling support, so that as you played it [makes noises of pitch changing], the audio would speed up or slow down.  And then I wrote the first half of what eventually became the Berkeley MPEG encoder.  So, about once a year I get an email from somebody who notices my name buried in the comments somewhere asking me some weird tech question and I’m like, "I don’t know, I haven’t touched that code for ten years!"

CK: Yeah.  So it sounds like this was a kind of positive environment, you could just walk up to someone and say, "Can I be in your group?"

DW: Oh, yeah, now that I’m a professor I understand this better. When the talented student says, "I want to give you free labor."  The answer is, "Yes,  right, let me introduce you to my group."  And, among other things, Larry taught me two very good lessons.  One lesson was, he drew this little curve on the board.  He’s said "this is some research topic.  Down here nobody knows about it yet.  And then everybody’s publishing and learning a lot about it, and then you get up to the place where it smoothes out, and there’s not—now you’re just doing incremental things.  But the excitement is over.  And the trick is to get on down here and get off up here."  And as much as you can ride these curves, that’s the ticket to academic success.  So that was a valuable lesson I got from Larry.  And probably the most valuable lesson I got from one of his grad students, Brian Smith, when I was discussing this whole grad school thing with Brian, at one point he said, "You just have to have blinders.  You look at the thing in front of you and you do it.  Ok, I need to apply to grad school. Ok, I need to choose a grad school. Ok, I need to, but if you try to look at the whole pipeline all the way through to becoming a professor, and beyond, you’ll go crazy."

CK: He didn’t mean you shouldn’t think of other things related to it, just that you shouldn’t think about [the whole]

DW: You should, you should look at solving the problem that’s in front of your face.  And you shouldn’t think about three steps down the road. ‘Cause, you’ll go crazy.  It’s easier just to focus on the immediate problem.  That was a really valuable piece of advice. ‘Cause it’s so easy to get lost in the totality of trying to project your career all the way to your retirement.  And it’s just, it’s better just to not worry about it and instead focus on the here and now.  So that was a very valuable piece of advice from Brian.  I’ll get back to him later when I’m becoming a professor.  Brian is a fountain of wisdom.  So, I had this experience working in a real research group.  And, I was enjoying it.  You know, just the stimulation of, like at one point Brian and I were having lunch and he said So let me explain how JPEG works.  And he whips out a piece of paper and starts drawing equations and explaining it.  And you should go read this CACM article and whatever.  Just the amount of, the being taught stuff one on one like that is so valuable.  It’s much better than anything in class.  And so I learned a lot.  Working for Larry for the year.  

Dan's work on the MPEG encoder allowed him to produce a paper that was published very early on (research he conducted as an undergraduate), something not unusual for computer science grad students.  Another pedagogical story is contained in this 
DW: And so, I dragged my, my advisor, Michael Cohen, was Mr. Radiosity, global illumination, that sort of thing. And here I was, dragging him into the world of digital video, which he knew nothing about.  But he sort of came along for the ride. I remember when I had the first complete draft of my paper, he said "let me take a spin at it."  And, magic happened, and suddenly it felt like a SIGGRAPH paper.  It said all the same things, but it sounded better.  I don’t know how he… it’s like he waved a magic wand and it looked, it felt, like a research paper.  That’s a skill that I realize that now I have to do with my students.  You know, I’m as much a copy editor, as a cheerleader, as a research guidance system, as everything else, I have to do it all.  That was my first introduction to you know making good writing [sic].

CK: Right.

Finding Bugs: The story of Dan's "first ever ethical dilemma"

Dan continued his summer internships and his informal mode of learning throughout grad school.  But by the second year of grad school, he was looking for a project. Princeton had lost all of its graphics people, so his interest in graphics had no group or outlet, and no talent in the faculty to guide him. 

DW:  Ok, summer of ’95, recall, Netscape 1.0 was barnstorming all over the place.  Hot Java had just come out and for the first time web-pages could MOVE and DO THINGS.  Netscape had announced they were gonna license Java.  And, oh, by the way, Microsoft shipped Windows 95, it was a very busy summer.  A lot  happened then.  So in fall of ’95, I’m back in grad school, I’m TA-ing the graphics course and I’m not real happy with it ‘cause the woman they have teaching it—I think I could do a better job than she was doing, you know, I was sort of, I was a grumbly grad student.  And so I was having coffee one evening with another grad student, Drew Dean. And we were discussing this new Java thing.  And the discussion turned to the question "So do you suppose it’s secure like they say it is?"   More context: mere months earlier, Dave Wagner and Ian Goldberg
 had published this huge security flaw that they had found in the Netscape SSL random number generator, and they’d gotten a huge amount of press from finding bugs in Netscape.  So this is in the back of our heads, and we’re sort of talking about possible security issues and Java.  And so, "well, what the heck? Let’s go have a look."

CK: Was this something that you talked about regularly? Security issues?

DW: Oh, we just talked, [Drew and I were friends]
CK: [Or was this like any old conversation]

DW: [We talked about everything] Y’know, this is back in the days before Slash Dot, you actually discussed things with your friends.  So, you know, one of the topics of the day was this new Java thing, and Drew and I got along well so that’s what we happened to be talking about that night.   Sitting there in the café that night, we filled up two sheets of paper with hypotheses of things that may or may not be broken.  The next day we downloaded all the Java code and started having a look. In the space of two weeks we found a whole bunch of interesting bugs and problems.  So Sun is saying "Its great, it’s secure, it’s wonderful," and what we’d found was that it was really horribly broken.  

CK: Um hm.

DW: So, "Hey Drew, let’s write a paper."  "No, no I’m really busy."  "Hey, Drew, no really, let’s write a paper."  And turns out that sometime soon, there was a deadline for IEEE Security and Privacy.  "Sounds like a security conference.  We could send a paper there."  "Oh, fine." So, we didn’t sleep much for the next week.

Dan and Drew's decision to write a paper represents one of the most important aspects of his graduate career.  It was both an essential career move and, as he explains: his "first ever ethical dilemma."

DW: We didn’t know what papers to cite.   We just went to the library and sort of found the shelf of security proceedings and read all of it.  Well, skimmed.  In hindsight, both of us sort of occasionally remark to each other now that when we look back on it, we wrote a pretty damn good paper, given that we didn’t know anything.  The conference was blind review, we submitted this paper with our names removed.  "Now what do we do?"  So, first ever ethical dilemma.  We have a result, we have to make some decisions. Like, we have some attack code, do we want to release it to the world?  Probably not.  We have a paper that describes some attacks.  Do we wanna release that to the world?  Yeah.  So, we announced it on a mailing list called the Risks Digest
 and on the  comp.risks newsgroup.  So we said, "we found some bugs, Abstract, URL."   And then, as we’re reading the web logs, we’re getting hits from all sorts of places you never see in your web logs.  You know, "what’s that?"  Oh, Airforce Open Source Intelligence, "what the hell’s that?"  You never see that when you read web logs.  Well, you know, all sorts of really unusual people were coming and downloading our paper.

CK: So you’d actually written code that would exploit these security flaws?

DW: Yes.

CK: That was part of writing the paper?

DW: Yes, but we kept that all private.

CK: But it was published in the paper?

DW: The paper said, "you can do this, this, and this."  But the paper didn’t have code that you could just type in and run.  And we never, to this date, we never released any of our actual attack applets.  I mean, we would say what the flaws were well enough that anybody with a clue could go verify it.  But we were concerned with giving a, you know "press a button to attack a computer"

CK: [Right] Press here to exploit flaws. 

DW: Yeah, "would you like to bomb Moscow?"  We didn’t want to make it quite that easy for somebody else.  So that was the decision that we made at the time.  Which in hindsight was actually a reasonable decision.  We tried to find people inside Sun to let them know about all this.  But what? File a bug report?  We didn’t know who to talk to, we didn’t know anything.  So, we, we tried to file a bug report but nothing really came of it.  So, we’re like, "screw it!"  So, we announced the paper.  Then the right people at Sun found us.

CK: Uh huh.  Magically.  Surprise.

Dan, like many computer scientist, enjoys pointing out the man behind the curtain.  He enjoys it when he can find a way to show up any prideful individual or company, and he had chosen a pretty big target.  

DW: Yeah, we, we got their attention.  It was interesting, Bill Joy, who recently retired from Sun, sent us this long detailed, point by point email—just to us—rebutting our paper.  Point by point, explaining why we were wrong.  And he was completely off base.

CK: And he wrote Java.  Well, in addition to…

DW: He didn’t write Java. That’s revisionist history.

DW: Bill Gosling did all the real work on Java.  

CK: And Steele, or…

DW: Yeah, Steele came along much later. Gosling started it.  Gosling and Arthur Van Hoff and a cast of other characters like that.  Gosling worked in Joy’s research lab  so, you know, Joy gets more credit than he deserves for being a father of Java.  No, Gosling, anyway, that’s a separate...

CK: But he wrote the letter, not Gosling.

DW: Yes.  And his letter implied that he didn’t know anything about what he was talking about.  His letter demonstrated that he was completely clueless.  So, we’re like, "Hm, that was weird."

CK: So was that worrying in the sense that (this decision to release the code or not) the people that should know at Sun seemed to not understand what you thought anybody with a clue should be able to understand?

DW: So, our opinion of Sun soured very quickly.  Because the person who was supposedly in charge of fixing all these things—she put up Sun’s Java security FAQ, wrote a bunch of things like that, but she was also sort of in denial mode

Others took Dan seriously, however, such as Netscape.  Netscape had by this point developed a "Bugs Bounty program" in which they would pay $1000 to anybody who found a serious security flaw in the Java implementatin in Netscape.  Dan and Dean were awarded $1000.  The story of how Sun finally "got a clue" is an important part of Dan's understanding of his "first ever ethical dilemma".  But meanwhile, the experience of exploring the Java source code, discovering flaws, and getting a paper accepted to a conference on a topic neither of them had touched before started to dawn on them.

DW:  So, we published this paper, we submit a paper, we release it online, some fireworks happened, but not much.  We didn’t end up in the New York Times, we got like USA Today.  So, I went back to TA-ing the graphics course, Drew went back to working on benchmarking standard ML or whatever the hell he was doing.  And, over the course of the next month or two, it gradually dawned on both of us:  why are we trying to do blah when we could be doing security?  This is clearly a hot topic.  So, I approached Ed Felten, who at the time was doing distributed systems, and I said, "Hey Ed, I know there’s no security people here, but you’re like the closest thing and I’ve been doing this security stuff, how’d you like to be my advisor while I’m working on security?"  Then, he thought about it for all of second or two, and he said, "Sure, I’ll be your advisor."  At the time I thought I was the luckiest guy in the world.  And again, looking back, I can see that when somebody who’s self-motivated and is gonna do their own thing anyway show’s up and wants to share the credit with you and you just help them along, you say "Sure!  Sign me up!"  A lesson I’ve since used myself as a professor, I’ve allowed myself to be dragged all over the map, because other people have good instincts too, and I run with them.  Although, one of the things I have to learn is that people don’t always have good instincts, and, and part of my job is to apply good taste. These are skills I’ve had to develop more recently.  But I digress.  But you want my, you want me to digress, right? 

CK: Well, if you feel like digressing.

The IEEE security conference that year (May 1996) took place in Oakland.  Sun was headquartered in the Bay area. 

DW: So, the time finally came to present the paper.  Meanwhile we had found more flaws and had amended the paper, and finally, we’re presenting the paper.  Some people had arranged a little small workshop after the conference hosted at Sun.   So after the conference we headed down to Sun’s campus, and Ed, Drew and I got to meet up with a whole bunch of big names in computer security that I hadn’t known before.  And so suddenly all these big names were all in a room talking about our work.  Which was an interesting thing, suddenly I got to see who I thought was cool and who I thought was clueless.  One of the things that hit me after that was that I really liked this guy at Netscape, Jim Roskind.  So, I got back to Princeton and we’re emailing him saying, Hey, Jim, looking for a summer internship, how ‘bout Netscape?  Couple of minutes later the phone rings.  So, he talked to me for like an hour.  And next thing I know I’m flying out to California again for an interview.  And it wasn’t so much a job interview as it was like a debriefing.  Or it was just that all of these people wanted to chat with me.  So, it was like this day long interview that was in some sense grueling but in some sense they weren’t trying to figure out if I was qualified, they all were just, like, lining up to chat with me.  And so I got to be an intern at Netscape in the summer of ’96.  That was back when Netscape was riding high and Microsoft was sort of a joke in terms of web browsing.

CK: Can I ask you just to back up here, In terms of uncovering all of these flaws in Java, did you have a sense at the time that you were, that Java just had a lot of shortcomings and they were easy to find and no one was looking for them?  Or that you actually knew how to look for things that other people weren’t looking for?

DW: More the former.  But all the flaws were there.  Some were subtle, some were really obvious.  Just nobody had bothered to look.  And we were the first ones out the gate.  

CK: And so in that sense, was Netscape reacting to the fact that you were the first one, or did they actually see you as someone who knew how to look for [flaws]? 

DW: I mean, clearly we demonstrated that we were capable of finding security flaws.  And, we’d also demonstrated that we were somewhat responsible in how we dealt with them.  I mean today, the notion of how you should contact a vendor, I mean Microsoft has a formal procedure for how you can tell them about a security flaw.  In ’96, nobody had anything like that.   A lot of this is congealed out of… there’s a standard practice that we have today in 2003 didn’t exist in 1996.

The development of formal procedures for finding, announcing or reporting security flaws in widely distributed software did not really exist prior to about this time, according to Dan (it may be an open question as to whether there were more formal procedures amongst some companies than among others, or between the corporate and the university worlds—such as with Free Software projects).  However, for a brief period, coinciding with the rise of the dot.com economy, there was in fact a kind of uncertain period of experimenting with and testing procedures for dealing with security flaws.  By 2003, such procedures have become not only formal, but highly political—as in the case of Microsoft's practice of once-a-month security updates, and the arguments about the relative security of freely available source code. 

CK: Right, right.  So, back to Netscape, sorry.

DW: No, this is all germane, so anyway, so at Netscape I had the chance to be on the receiving end of some, of security bugs.  There was a kid at Oxford, David Hopwood, who for a while was living off bugs bounties.  He just kept finding one flaw after another.  Some of them were just really ingenious.

CK: That’s great!

DW: And he found out I was an intern at Netscape and said, "Shit, I can do that too."  The next thing you know we had David Hopwood working there as well.  So I saw that some of my Princeton colleagues kept finding bugs and they got bugs bounties and of course I didn’t because I was employed at Netscape.  It was all a good time.  You know, I had a chance to see these bug fire drills for how Netscape would respond to bugs and get patched versions out within two days or one day or whatever.   Now I was on the designing end, now I was working on how you might do signed Java applets, how you might give more privileges, and trying to do some amount of reengineering to Java to reduce its vulnerability to security holes.  And so I had a chance to develop some ideas that Jim Roskind and myself and another guy Raman Tenneti cooked up that evolved into what today is called "stack inspection," it's a security architecture used in Java, used in C#, and programming language theory people in 1996 said "this is a stupid hack, what are you doing?"  But today, eight years later? Seven years later, a whole bunch of programming theory people are finally writing papers on it and analyzing and studying it, and I’m being asked to review all these papers that are follow-on’s to work I did seven years ago.  So it’s delayed gratification.  

That we really were on to something… 

Dan's work at Nestcape eventually led to part of his PhD research, and represented, for him, a good example of successful industry/academic collaboration.  Dan's sense that he had been at the beginning of something leads to his next, and very significant ethical explanation. 

DW: Ok,  so now there’s this idea that grad students [could find bugs].  Wagner and Goldberg started it, Drew and I kept it going… there was an idea now that grad students, anywhere, who don’t know anything, can find bugs and get famous for it.  Cool! It was even possible to write special programs that would allow you to find bugs by comparing the official and unofficial versions.  So I could come up with a long list of bugs and then take them to Netscape and say: I have a long list of bugs, give me a stack of money or I’ll go public! But that’s called blackmail.  The reaction from Netscape probably would not be friendly.  In fact, you would likely end up with nothing in the end.

CK: Um hm.

DW: Whereas, you know, we had given our stuff away-- but we’ll be happy to tell you about it, we would tell Sun. We had sort of informally agreed with Sun, "We will give you a couple days warning before we publicize our next flaw."

CK: Um hm.

DW: So, we’ll tell you, but the clock is gonna be ticking.

CK: Um hm.

DW: And we’re not just gonna sit on it until, until you’re ready.  That was sort of an informal deal between us and Sun.  These days (in 2003), it’s considered better to wait for the vendor to ship a fix, but a lot of it depends on how hard it is to exploit.  If it’s something like, say, the most recent Windows RPC vulnerability, so that 25 days after Microsoft shipped the patch there was the MS Blaster worm that caused a huge to-do—that’s a vulnerability that allowed for some very serious, allowed for the Blaster worm to happen.  So, because of the seriousness, it makes sense that if you find something that has, that can be exploited in that fashion, that you don’t want to announce it to the world, at least not in a fashion that a skilled person could reproduce it, until the vendors have a chance to fix it.  On the flip side, the Java stuff that we were finding, yeah there were security holes, but you would have to trick me into surfing to a website that you controlled before you could hijack my browser from me using our attacks.  So, the severity of what we were finding wasn’t as severe as some of these other things, so... there’s an ethical balance I think we struck the right balance at the time.  Especially given that neither we nor Sun knew what the hell we were doing.  And, interestingly, one of the questions you might ask yourself is, could we have done better if we had say tried to commercialize or blackmail or what have you?  And I think the conclusion is that no, in the end it was better for us financially to give our stuff away free.  ‘Cause it created a huge amount of good will; it gave us a reputation that we didn’t have before, so reputations are valuable. It’s probably part of why I have this job now, I developed a reputation.  Also, a vice president at Sun, Eric Schmidt, who’s now the president of Google, had a slush fund.  He said, You guys are cool, here, thud, and a $17,000 Sun Ultrasparc just arrived one day for us.  So, he sent us a very expensive computer gratis because he thought our work was cool.  Y’know, that was, that was a really valuable experience.

Dan's explanation (which condenses a number of issues) of the ethical issues relates to a more common and widespread discussion conducted amongst geeks and hackers, one which, in various cases draws on some notions familiar to anthropology.

CK: Did you experience that as a kind of quid pro quo, like if you keep doing it this way, that we have a relationship? That kind of a statement

DW: Quid pro quo is 

CK: Obviously not an explicit one, but

DW: I think a better way to think about it is as like a gift economy.  We give them a gift, they gave us a gift.  

CK: That’s anthropology

DW: Gift economy’s an anthro term?

CK: Oh, yeah.  

DW: So, yeah, we, we …

CK: You can interview me about that later...

DW: Yay.  So I don’t have to tell you how a gift economy works. Sun helped reinforce in us that we were doing the right thing by giving us a nice toy.  And we were also developing a good reputation.  It was clear that we had a good formula going for how to publicize bugs, how long to embargo them.  And we never, ever released code to anybody except the vendor. So, to Sun or Netscape we’d say, "Here is the source code that exercises the exploit.  If you don’t believe us that it works, here try it."  Visit this webpage and file by that name will be deleted from your hard drive.  You know, I believe we used \tmp\javasafe.not.  And you’d observe the file would disappear, and the only way that that could happen… So, for Sun, we would give them everything.  

Dan's experience with finding security flaws was thus both ethical and practical.  The reputation could lead to better jobs, but it also helped him develop a kind of methodology.
DW: If you find a serious flaw in a widely used program, then, you know you have the, some amount of fame, from, y’know, your name being associated with having found it.  And y’know I also realized that there’s a whole research pipeline here.  Find a bug, write a paper about why you, why the bug was there, fix the bug, write a paper about how you fixed the bug, repeat.  This is a research paradigm.  This, you can build a career doing this.

Definitions of Security

"Who is going to decide what to say about whom?"  We inverted this question from Dan's own definition of security "Who wants to learn What about Whom?" in order to try to find out more specifically what "security" means in the world of CS research.

DW: I don’t know exactly where I wrote it but I can see myself saying that.  

CK: Right. So, we were wondering if we changed this slightly and said we were interested in rather than what the first one said, what if we said, "Who is going to decide What to say about Whom?"  Which in some ways brings you into the picture.  Right, since you have to decide whether or not you’re going to say something about the things that you reveal.  Is that still security?

DW: Well, that’s sort of the ethical issue about discussing security.

CK: But that’s different than "Who wants to know What about Whom?"

DW: Yeah. Security itself is confidentiality, integrity, or denial of service.  You know, confidentiality is your, "do your secrets stay secret  Only the people who you want to learn something learn it?"  Integrity is, "is your data safe from being modified?  Are only the people who are allowed to change something able to change something?"  Denial of service is "can you prevent people from making the whole thing unusable?"  So, that’s like a more formal definition of security, it’s a combination of confidentiality, integrity, and protection against denial of service.  But, the ethical issue of doing security research is choosing who learns about what, when, and in how much detail.  I mean, that’s the ethical dilemma.  It’s no big deal to find a flaw, but who do you tell about it, how do you exploit the knowledge that you have about it?

CK: But that ethical dilemma is not also a security dilemma? 

DW: Well, ethics of security--is that security?  Whatever, I don’t know.  It’s something that security people certainly worry about. I s that security per se?

CK: I’m just thinking if you put yourself in the position of Microsoft or Netscape or Sun or whatever, part of their issue of security is whether or not you (Dan Wallach) are going to release that information about them.  From their perspective your ethical decision is a security risk for them. 

DW: Yes, Yes, I agree with that.  I'm trying to see if I can restate it in my own words...So, certainly, from the perspective of somebody being attacked, the ethical behavior of the person who has—attacked is not the right word.  From a vendor’s perspective, ethical behavior is different… the ethical behavior of the person who finds the fault with their product--the vendor might have a different idea of what’s the best behavior.  I won’t say what’s most ethical ‘cause I’m not sure what that means. But certainly from Microsoft’s perspective, the less the world finds out about it, the better.

CK: Right.  And they can call that security, I suppose, they might refer to that as the security of their product, while security researchers refer to it as security by obscurity, right?

DW: Absolutely.  So, from a vendor’s perspective, the optimal outcome is that it gets quietly fixed and nobody knows about it.  Whereas, from the—I don’t want to use the term hacker because that means different things to different people, so why don’t I just say: from the security researcher’s perspective, you have different incentives.  One, as a researcher I have the publish or perish incentive going.  But also as the service to the community, it benefits the community for me to make the community know about the flaw.  Because then that means that the community will understand the importance of applying the fix.  Right now Microsoft, once a week, they have “an important critical Windows security vulnerability fix-patch-mumble” and they never tell you anything about whether, about what, how it works or how widely vulnerable that it is or anything.  There’s a lot of information Microsoft doesn’t give you.  I mean, they don’t give you a lot of information almost to a fault…  

Dan's sense of revealing information is that it is a tool for encouraging people to pay attention to a flaw, and to encourage a vendor to fix it.  But his understanding of the meaning of this symbolic act is limited to that functional aspect of urging a vendor to fix something, as is evident in this exchange. 

DW: So, we felt at the time and a lot of people certainly agreed that the only way you can persuade some vendors to fix the problem is to shine the bright light of day on the problem and then that forces the vendor to come up with a solution.  The vendor can’t just camp on it. 

TS: What did you think about the fact that the Blaster actually worm actually had a message in it about "fix your software"?

DW: That was somebody’s idea of a joke, I think. You know, "Hey, Billy Gates, fix your damn software," whatever.  I mean the Blaster worm didn’t actually cause much damage, I mean yeah, it gunked up the works, but the Blaster worm didn’t delete any of your files, it didn’t damage anything that couldn’t be cleaned up.  So that tells you that whoever wrote it has… I mean, they would disagree with me ethically.  My ethics say, you find this vulnerability, you don’t release it into the wild.  To me it’s perfectly ethical to attack my own computer.  I own it.  When you do an experiment on mice you have to like, get it signed off.  If you do experiments on people you have to go through all manner of whatever, but luckily computers don’t have rights, at least not yet.  So I can torture and mutilate my machine to my heart’s content: it’s my computer.  And once I prove that I can do the attack, then, that’s it.  Whereas some other people believe that the way to influence change is go from a hypothetical problem to a real honest-to-god problem that the whole world has to deal with.   And clearly whoever wrote the Blaster worm had that in mind.  To them, it was ethical to do because they were gonna effect change.  Or y’know, maybe they were one of these Linux activists, or had some activist bent in them, some anti-Microsoft activism.  And they felt that by reducing people’s perception of the quality of Windows, they might be able to shift market share.  I wouldn’t put it past some activists to wrap that kind of logic through their brain.

CK: Um hm

DW: Needless to say, I don’t agree with that.  I think it’s the wrong way to go.

TS: But do you think in both cases, people are coming from an ethical position in which they think they’re doing the right thing? 

DW: Oh, I’m certain that whoever the hacker was who did Blaster thought that their actions were perfectly ethical.  In their own warped worldview.  But they were helping some other cause by damaging people who were using Windows.  And this is the same kind of logic as "only bad people get AIDS."  Replace AIDS with Blaster worm and bad people with Windows machines and it’s the same kind of faulty logic.  You know, you shouldn’t have to inflict pain on hundreds of millions of computer users just to prove a point.

Being able to "think like a really good bad guy" is part of the security researcher's repertoire, and dan agrees that this is part of the procedure.  His understanding, however, of who or what constitutes good and bad has been affected by his experience with these high profile cases. 
DW: The words good and bad… in recent work I’ve been doing on voting security, we actually are regularly tongue-tied about the words “good” and “bad.”  Oh, we just found this flaw, "that’s great!" Wait,  "No!  That’s terrible!"  Y’know those two words “good” and “bad” get really fuzzy.  And it’s not clear.  The meaning of them becomes deeply ambiguous because your wearing a, you’re chan-, you’re wearing a black hat, you’re wearing a white hat, so, I’ve been, I don’t have a better vocabulary replacement for good and bad.  So, you know, you can say "That’s a good attack," "this is bad for people who use the system."  You have to start qualifying everything you say, which makes your speech get very awkward and formalized, which kind of sucks.  ‘Cause, I like to speak casually, and colloquially, and I’m forced to be specific about my speech, which makes me slow down, to watch my words, this is what--I’m sure--when I go to the "how to talk to the press training" they’ll beat me up on this mercilessly.  I do much better with print reporters than video.  ‘Cause the print reporters will get rid of all the uh’s and um’s and it all comes out sounding much better. 
We asked Dan about the relationship between computer security and other kinds of security.  He offered us a long and detailed story of a computer security researcher, Matt Blaze, who chose to study master keyed locks.  He explained how they work and how Matt Blaze's decision to publish conflicted with a very different ethic amongst locksmiths,

DW: Anyway so if this was a computer security paper, Matt Blaze would simply publish it and say there’s a flaw with this lock and everybody would nod and say that’s the end of it.  But when he published this paper, the real locksmiths freaked out.  ‘Cause, they’d known about this for years, but it was like, it was sort of a, you had to be in the fraternity of locksmiths…

TS: A guild secret

DW: it’s a guild secret. Yeah, it’s exactly a guild secret.  And now that the secret’s out, bad guys could take advantage of it.  And Matt took a lot of heat for, for having publicized a guild secret.  I like the term.  Although Matt also dug up some writings from a famous locksmith from the nineteenth century, saying that of course the bad guys will know exactly how these locks work.  So the good guys should feel free to discuss it ‘cause the bad guys sure are.  So just because it’s a guild secret doesn’t mean that the bad guys don’t also know the guild secret.  For all you know there could be a bad guy working for the guild.  

CK: So, it seems that this are sort of different understandings of why other people are or aren’t ethical.  The people that keep the guild secrets assume that only bad people with bad ethics break locks.  Whereas the computer security researchers seem to publicize these things and put them out in the open because they think anybody might be driven to do that.  

DW: Yeah, and they think, "We need locks that, we wanna have locks that work, despite the fact that everybody knows how they work."

CK: Because anybody could be bad… it’s a little bit more paranoid, it sounds like.

DW: Or that, well, there are bad people out there, and bad people can learn things.  It’s hard to imagine that a bad person couldn’t go disassemble a bunch of locks, and figure it out by themselves.  And who’s to say that the mafia doesn’t know this same secret already.  But it’s good for the people who run Rice University to know that their master key locks are vulnerable.  And then they can make a decision about whether they want to re-key the locks in some different fashion.  That’s a policy decision that the locksmith guild was taking out of the hands of their customers.  Y’know, Rice should make the decision about whether it’s willing to live with that vulnerability, not the locksmith guild.  

CK: So you think there’s a parallel there with computer vendors, then.  That some vendors are making the decision for their customers

DW: Right. And so my ethical position is that there should be full disclosure between the vendor and the customer.  Of course vendors don’t like that idea very much. Because vendors sell GOOD things, not BROKEN things.   And so my ethical position is that there should be full disclosure.  You should know what you’re getting into when you install a piece of software.  Or when you buy a particular brand of lock or what have you.

Privacy, Policy and Secuirty

One of the services Dan tries to provide via his web site is a Privacy FAQ, which details some of the more complicated issues around the relationship between employers and employees concerning what people can do at work and what employers can learn.  The concern about who is learning what from whom seems to be a similar case, and we asked Dan whether he was suggesting that consumers need to be experts to protect their privacy

CK: In the privacy FAQ you say, "if you have things that you’d rather that your employer didn’t know about, you probably shouldn’t do them at work."  And there’s another line there that’s sort of, "many employers consider the fact that you’re using their computers and their connections to imply that they have a right to say how you can use them."  And in some ways part of our discussion when we were talking about this turned on the fact that if you don’t want people to know about these things or if you want to be secure, as an individual, you need to either be an expert, you either need to have the kind of technical skill or technical expertise to know what you’re doing, or be subject to other people’s expertise.  Do you think that that kind of distinction is relevant to security research? That, that people are in this position of having either to be really smart people who know what they’re doing or, you know, having their choices, their rights, sort of curtailed because they give that right to someone else, whether it’s their employer or [someone else]?

DW: Kind of.  I mean what you’re saying certainly sounds reasonable.  I mean clearly if you don’t understand what’s going on under the hood of your car, then you’re at the mercy of the mechanic, who might invent the name of a contraption that’s broken and charge you a ridiculous price to fix it.  

CK: Right

DW: And to some extent, the more educated a consumer you are, if you are aware of the names of most of the parts of a car, and if you’re aware that your transmission is not supposed to fail after 10,000 miles… you know, knowledge is power.  And so, I wouldn’t say that consumers need to be experts.  But knowledge is power and they need to be aware that the Internet connection from this computer out to the Internet runs through a bunch of gear owned by Rice.  And if Rice had a corporate policy that says, "We can read our employee’s email,"  I don’t know if they do or they don’t…

CK: See, now there’s an interesting question ‘cause you’ve already advised people not to do things that, at work that they don't know about… 

DW: Well, you know, if I was doing something that I didn’t want Rice to know about, I wouldn’t do it on Rice gear.  I’d do it on a home computer with a home net connection, where my packets didn’t go through Rice.  Now, Rice by and large doesn’t care that much.  

Dan's interest in workplace Privacy is perhaps one reason why he was chosen to be on the RICE University IT Policy committee, where he has been involved in restraining some of the more authoritarian urges of the IT staff.  His concern is that any policy needs to be carefully drafted to make clear what the specific dos and donts are.  This notion of a specific policy—a body of law that constrains people's actions, sits uneasily wilh the discussion of security.  An open question concerns the relationship between the technical creation of secure technologies and the institutional creation of policies.

DW: And likewise, as an employee, you should be aware of the policies and procedures of your employer.  

TS: So, can I ask you what Rice's policies are?

DW: I actually don’t know all of Rice’s policies and procedures.  I mean, I’m on the IT Security Committee so in theory I’m helping to write those policies and procedures, and in fact, Vickie Dean had a draft a while ago, that if you read it, gave Rice the right to go rummaging around inside your computer all they wanted, for "security purposes."  But if you read it on its face, it gave them a huge amount of power they don’t have today.

TS: ‘Cause it’s not implemented, or?

DW: Or just because right now there’re only de facto policies at Rice--not formally written policies.  And the de facto policy at Rice is somewhat limited.  And the thing that they wrote gave them  the ability to do things that they wouldn’t do today necessarily.  And I called her on it, I said, Vickie, we can’t do this.  It allows you to do X Y Z, which will give people a lot of heartburn.  She was like, well, it wasn’t meant to give use those privileges… Yeah, but it DOES give you those privileges.  So, you need to go back and draft it more tightly…  Part of why Rice wants the ability to do somewhat intrusive things to your computer is to check if your computer’s infected with the latest virus or worm or what have you.  And that way, they have the ability to audit your computer to make sure it’s not messed up.  And if it is messed up, then they want to be able to go in and fix it.  Or at the very least, pull the plug on it.  And so they’re trying formalize that as, as a formal written Rice policy.  It's still a work in progress.  So, to some extent, you know, these ethical dilemmas are driven by security needs.  It’s hard to disentangle them.  There are certain problems IT people HAVE to solve.  And so some of those problems, you know, like dealing with computers on campus that are infected with the latest worm, they have to have enough power to be able to clean up the mess.  That’s their job.

CK: Um hm

DW: And everybody agrees that it’s good to have people that go cleaning up after these messes.  There’s no ethical dilemma there.  On the other hand, if you don’t craft the policy very carefully, it gives them the privilege to do other behaviors that are less ethically clear.  And if you permit an organization to do something, then will they do it or not, you know, whatever, is s-, you’d like to have things written tightly.  Such that you aren’t giving them any extra privileges beyond what they need to get their job done.  

CK: Um hm

DW: In fact, that’s actually a, a basic computer security principle.  You shouldn’t have a program able to do more on a computer than it has to do.  And so that basic security programming principle applies to the design of policies for real world organizations.  This is all interrelated.  And it isn’t like all these computer security principles were thought up out of whole cloth.  You know, they apply, this all, there’s a, the landmark paper in this was Saltzer and Schroeder in 1975, and they based a lot of their ideas no doubt on just the ethics of things in the real world.  

Dan's definition of the activity of looking for bugs and security flaws or, as we put it "being a  really good bad guy," is an illuminating, and somewhat poetic one.

DW:  I don’t have a good recipe for being a good bad guy.  Being a bad guy is like solving a puzzle.  You have a whole bunch of pieces, it’s like junkyard wars.  You’ve got all this crap, and they tell you to build a hovercraft. The analogous thing is you have all this software that’s out there, and your goal is to break in.  How can you put together the pieces and the parts that you have lying around, in order to accomplish this goal.  It doesn’t have to be beautiful.  It doesn’t have to be pretty, it just has to work.  So, in a certain sense, it’s just a form of computer programming.  I mean, this is what programmers do.  A programmer deals with a bunch of broken stuff: bugs in Linux, bugs in Windows, bugs in web browsers, and still produce something that works most of the time.  And then work around all these flaws.  So to some extent, finding and exploiting a security hole is no different than the normal programming process, only you’re trying to do things that you’re not supposed to be able to do at all.  You know, I’m supposed to be able to write HTML and have it appear on your web browser.  That’s a documented feature.  But I’m not supposed to be able to take over your web browser and take over your whole computer.  That’s not a documented feature.  So, you’re trying to take advantage of undocumented features; and trying to make the system dance in a way it was never meant to go.  So, it’s just a harder version of the regular programming problem, being a good bad guy.  And then, of course, the better bad guy you can be, the better good guy you can be to fix it.   You know, or in order to build a system that’s robust, you have to look at it from the perspective of somebody trying to break it. 

Finally, Dan's concerns about ethics are intuitive (he balks at offering a definition), but they are also clear enough that he can use them to teach classes by telling stories.  The attitude is summed up in the phrase "Doing the right thing ethically, is almost certainly the right thing professionally."  This might be a place to bring up that old saw about a Protestant Ethic…

DW: All I know is that there’s behavior that is good and there’s behavior that is bad.  And in my computer security course, my second lecture, I sit down and tell them a bunch of stories, I’ve told most of the stories here to you guys today.  Stories of how to behave and how not to behave.  And my ideas on how to do security research without, without running afoul of the law.  And to make sure in the end you look like a good guy.  And so I teach that by telling stories.  

CK:  But presumably some of those stories get at the difference between ethics and legality; in the sense that sometimes things that are against the law or are allowed by the law, are not, are still an issue for [ethics]

DW: Right, but I like to draw a contrast between my experience with finding Java security flaws and with the idea of demanding payment for finding bugs.  And how, I came out better in the end.  Yeah, I was able to land a good summer job, we got the free computer, and you know, I got the reputation that followed me into, y’know, and helped me get my job.  Demanding payment is of dubious legality and clearly unethical.  And it’s impractical, in practice it isn’t worth any of those costs.  So, that’s the way I like to explain it—that doing the right thing ethically is almost certainly the right thing professionally as well.

CK: Interesting.

DW: You know, people reward you for doing the right thing, often in ways that you can’t anticipate.  That’s this is the lesson I’ve learned over the years--that there’s a nice synchronicity between doing what’s right and what’s gonna help you in the end.  And it’s nice because [then] there’s no quandary anymore.  You do the right thing, and it’s gonna work out for you the best.  You’re not sacrificing anything to do the right thing.  There’s no downside to doing the right thing.  At least, that I’ve found.
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