Video Interview #1 with Moshe Y. Vardi, Professor of Computer Science, Rice University. This interview  was conducted on January 9, 2004.  Key: MV=Moshe Vardi, CK=Chris Kelty, TS=Tish Stringer, AP=Anthony Potoczniak

Moshe Vardi is a professor of computational engineering at Rice. He's also the director of one of Rice's institutes, The Computer and Information Technology Institute (CITI) as well as a member of the National Academy of Engineers.  Moshe's interests are avowedly abstract—logic, automata theory, multi-agent knowledge systems, and model theory—but they have a curiously successful practical application: computer-aided software verification.  Software verification has been a much disputed field within computer science, with a history of exchanges between proponents and detractors.  He has written a very philosophical work called "Reasoning about Knowledge" which formalizes several issues in formal "group" epistemology, that is, knowledge as a problem for several knowing agents.  We found this work strange, but fascinating, especially as it allowed the authors to speak about inanimate objects like wires "reasoning" about something.  Moshe's work, among all of the interviewees was easily the most alien to a group of anthropologists (though not so to the philosopher among us, Sherri Roush).  The interview we conducted here, however, does attempt to go into some detail on issues that connect to the other interviews as well (including issues of complexity and hierarchy).  We began in this case by asking some biographical questions. 

MV: Well, I really got into computer science when I was 16. I just finished high school, I finished a bit early.  I knew absolutely nothing about computers.  Computers were just not on the horizon.  There were computers at the time, but I grew up on a Kibbutz, computers were just not something I had heard about.  I saw an ad in the paper for a computer programming course in Tel Aviv university.  It cost 50 Israeli pounds and given the currency has since then changed several times, I have no idea how much money it was.  I asked my father if he would give me the money to take the course—it was a two-week course, and I fell in love with programming.  At the time, computers were a very remote thing, you know, there it was in a glass house; we basically wrote the coding [by hand], we didn’t even have access to the key punch machine.  We had coding sheets, you wrote your program, and it went to a keypunch operator, she made mistakes, by the time you finished correcting her mistakes, you start catching your own mistakes—everything took one day.  And I just fell in love with it.  There is something really interesting about it: you see a fascination that teenage boys have with computers, and I don’t know that people have studied this, but it's particular to boys, particular to a certain age.  And the only theory I have is the complete control that you have.  Something about being completely in control.  I don’t know.  But I think it’s a worthy topic for [its own sake].

CK: Even at such a distance? With the coding sheet…

MV: Right! Even then, there’s something about it, I just fell in love with it.  I was going to major in physics.  So I added computer science as a minor.  Then I went to do my military services and when I was going back to graduate school, I kind of had to make a decision.  Before that you could have both, then I had to make a decision,  and I chose to continue with computer science.   Logic was kind of a really an afterthought.  The only logic I took in college was a course in philosophy, like a distribution requirement.  It was a book that you might be familiar with, by Copi.  It is by now in edition 137, I suspect.  It’s a very, very widely used book.  It’s also utterly boring—it bored me out of my skull.  And I thought logic is just a hum-drum, boring topic.  I remember going to the professor and I said,  "I have enough mathematical background, do you mind if I don’t show up for classes?"  I just came in and took the exam, writing logic off, completely writing it off.  Then when I went to graduate school [at the Weizmann Institute], there was a course in mathematical logic.  I had a wonderful teacher, and I just loved it.  I thought, maybe I should have studied logic, but, I didn’t realize there would be such a connection [to computers].  And then I started working on my research, and the connection came about that there is an intimate connection between logic and computer science.  So it was rather serendipitous that I got into this.

CK: One of our first reactions to reading this stuff was: Isn’t this kind of a funny thing for a computer scientist to be doing? It might seem obvious to you that it’s computer science, but to us…

MV: No! it’s not, it’s not at all.  And actually, in the class I teach, the first lecture I give is a historical perspective on this. I start by trying to give students this background, and say why there is such a connection, because it’s not an obvious connection at all.   I find it actually a very surprising connection between logic and computer science…

CK:  Where did it come up for you, biographically or historically, when did you realize that there was this interesting  connection?

MV: So, I was starting working on my master's; it was on a decision problem in database design, and I was just completely stuck.  I mean there was this problem and I just couldn’t make any progress.  And I was taking a course in computability, and I learned about undecidability.  And, I said,  "Ah! Some things are undecidable!" so I  went back to my adviser and said, you know this problem where I’m completely stuck on, maybe I’m stuck on cause it’s undecidable! And he said, "No, come on, you’re taking a course in computability, this is a database, this is a practical field, I don’t think we can run into this kind of thing." So we dismissed it at the time.  So I was stuck on the problem, and what we very often do is we shift the problem, we change it a little bit.  I generalized the problem, and in fact I was able to show it's undecidable.  Fifteen years later, with much progress, somebody else showed that my original problem was indeed undecidable.  [Later] my advisor ran into a logician, and somehow they start talking about what we'd done, and this logician said, "Oh this all can be formulated in logic," which I did not realize before and he showed it to me, and I said "oh!"  So I just started reading more and educating myself in an indirect way.  [Some] people thought that I had really formal training in logic, but my training in logic was actually very rudimentary.  I took, as a student, probably two classes. 

Part of Moshe's experience was at the IBM Almaden Research Center in California, where he had an experience similar to the one Peter Druschel describes: being left alone to do basically whatever he was interested in doing.  

MV: At the time, IBM was making lots of money, and they were pretty happy to have people just doing good science.  The slogan at the time was that IBM wants to be famous for its science and vital to IBM for it’s technology.  But they were pretty happy if you just did good science, that was in some sense connected to IBM’s business.  And there was a connection [in my research] even that stuff about knowledge was connected to distributed systems and to robotics, so the connections were there.  So they were pretty happy to let people do that.  People in IBM jokingly called it IBM University, because we kind of could ignore IBM.  We got the money from IBM, we could do what we wanted.  What a wonderful period.

CK: I’ve heard that about Bell labs too…

MV:  Used to be like that for Bell labs.  They let you do whatever you want, so it was  completely self-directed research, curiosity-driven research as we call it, and the company was rich.  I mean the period when Ma-Bell was a monopoly, they had lots of money, so sure, why not?

CK: How do you negotiate the boundary between basic and applied research in this field?  What is it about computer logic that gets considered basic research as opposed to that which is applicable?  Or do you sell it all as potentially applicable?

MV: Well, this is one advantage we have over mathematicians, even though what we do can be highly mathematical, it’s almost always relevant to applications.  Because ultimately that’s what drives this field; ultimately that’s why if you look at the average salary of a CS professor, it’s probably higher than the average salary of a math professor. Now, you have to understand, in the United States, computer science is typically an experimental field.  You know, the people who do the more theoretical work are at most maybe ten percent.  But even the people who do theoretical work, they always say the motivation is to understand computational problem, even people who do the most basic stuff, which is probably complexity theory, they would explain the need to solve problems faster or understand why we cannot solve them faster.  People who do the most abstract logic, they would relate to something to semantic programs, there always will be some practical motivation.  Even if you have people who say, "I do theoretical computer science," they will rarely say “I do pure science,”  or “I do basic science”, they  would think of computer science as an applied field, within which you can do theoretical stuff.  
CK: Is it differentiated from computer engineering?

MV: That distinction is very controversial.  I think it is a very artificial distinction, because sometimes I do very abstract things, but the applications are in computer engineering.  So eh, I think that the right structure is that computer science/engineering is really one field.  When it’s not it has more or less to do with what economists call, what do they call it… “path dependency.”  Because things emerge in a particular way, and because eh, well electrical engineer don’t want to give up computer engineering because there’s money and students that come with it, but that’s a whole other… more of an academic politics, rather than a judgment about disciplines. 

CK: And practically speaking, when you apply for grants, you don’t have to say…

MV: We always talk about applications. We always talk about applications. I’d say this is very natural in the field.  Computer science is an applied field…  If you’re doing mathematics then [you say] we are going to develop mathematical techniques, and history has proven that it’s a good thing for society because ultimately you get someone who makes use of it, but I don’t have to worry about it.  The mathematician says: I will just understand Riemannian manifolds, I don’t even have to explain why this is useful, all I have to say is “other mathematicians care about it.”  Computer science is different.  Every proposal will say why this is useful to computing, and computing is after all, a tool.  Ok, so we say this will help us solve problems faster, cheaper, prettier, whatever, but it’s an applied field.  Now, you find, not necessarily, not everybody will agree with me, I think there are some people who would say that some part of computer science are really like mathematics.  And, they are very similar to mathematics in the sense that the activity is of mathematical nature.   But even these people if you push them why this is interesting, some of them will take the same position and say it is interesting because it is interesting mathematically, and usually most of these people then do it in a math department.  And get the salary of a math professor [laughter].  And get the grants of a math professor. 

Moshe was inducted into the National Academy of Engineers for "contributions to verification"—meaning his work on software verification.  We asked him to try to give us a basic course on the subject of software verification. 

CK:  In terms of trying to get a handle on some of this, could you maybe describe a little bit in more detail the work you did on software verification? 

MV: I was a post-doc and I went to a conference and I wanted to save some money.  So I shared a room with another graduate student and he started telling me about what he was doing.  He was working on verification and  that’s how this collaboration started—just by trying to save money.  And this is the serendipity effect.  So I have been working on this now for twenty years and it started as more theoretical research.  I had a unique way of doing it, which to me looks very elegant.  But it turns out that elegance was more than just an aesthetic value.  It made it easier to understand and it was easy to implement. Elegance in this case, as is very often the case—which is why we like elegant theories—end up being more useful theories.  Over the years, more and more people had picked up on that and that kind of became one of the standard way to do things.  So today there are various tools, software tools.  You know a little bit of automata theory? You remember a little bit?  So, automata theory is something that started in the 50s.   You know Turing Machines?  A Turing machine has an infinite tape, it is a very useful abstraction for computability, but it doesn’t correspond to real computers because they don’t have infinite capacity—they all have very finite amount of memory.  So, Turing machines go back to the 30s; and in the 50s, people said "can we have a model for finite computers?"  And so, out of this came a mathematical model for a finite device.  And before there were punch cards there were paper tapes. They were just these thin tapes that you kind of fed into the machine.  So, there was this idea there is little finite device which has a mathematical model and you feed it a finite tape and in the end it just flushes, it gives you 0/1, it just says good/bad. Okay?  This is actually very nice because it also made a connection to linguistics: you can imagine that if you feed it a sentence it will say whether it is a grammatical sentence or not.  So, there is a connection to Chomsky working in language theory. And then in the 60s, in the early 60s, people started asking "what happens if we feed this machine an infinite tape?" And they said, "why would you? This is crazy, why would we feed it infinite tapes?"  Well, this actually came to people that wanted to understand the relationship between these machines and the theory of the natural numbers.  Now you can give me any natural number, so you could imagine: that’s why you need to feed infinite tapes. So, it was very you know highly abstruse to say the least.  And so, people developed a theory of automata on infinite words, and on infinite trees to make it even more elaborate.  Ok? And so, this is a theory developed by logicians in the early 60s, early to late 60s and nobody thought there would be any connection for this to computer science. There doesn’t seem to be any connection. 

But then in the late 70s people said "well sometimes we are interested in computer programs that run and give us a result that is just the right result.  But sometimes we are interested in [the wrong result]"  Think of Windows.  You want to say: Windows does what it is supposed to do. Well, it is not supposed to crash. [Laughter …].  In principal, it is supposed to run forever.  So, if you want to describe the computations like that you really ought to think about the tape that starts but never ends.  So, a connection came about between this unlikely kind of theory of automata on infinite words and a way of talking about computing processes. And that was the connection that I made together with some other people in the early 80s.  And first of all, it just gave a very beautiful theory and later on people actually went and said, "well let’s implement it."  So there are various tools used in industry today based on this.  So, it is actually kind of funny to go and talk to software developers in the industry and they talk about all these mathematical languages that just twenty years ago even many mathematicians did know about it, because it was considered to be too abstract.

CK:  And practically speaking, this is for designing chips, designing any kind of software?

MV: This is for designing any kind of software, mostly it's useful for what we call “control intensive software”.   Some programs just do very intensive computing, such as doing signal processing, when you run an algorithm.  But when you look at what happens for example when you send email on the internet, other than taking the initial data, and putting it in packets, after that you don’t really touch the data. What you want is to send it to different places, and route it and synchronize and make sure you put things together. This is what we call control intensive programming.  So, especially today in a very highly networked world,  much of computing is really just people talking to each other—I mean "people"—agents, processes, programs talking to each other. If you use a dial-up modem,  you hear this ‘be be beep’, right? This R2D2 and R2D3 talking to each other, the two modems are trying to synchronize—and a tremendous amount of this happening.  Emailing, a lot of networking protocols, much of what’s done in a chip today is really of that nature. So, yes on a chip, there is a piece that would be called the arithmetical unit that does plus and times and things like that.  But the biggest challenge today is to do things fast and to do things fast you have to take many pieces and do them in parallel and then put things together.  So, it is all about control.   So it turns out that … that when you look at numerical computation these [verification] techniques are not very good. But for control the issue of coordination, synchronization, communication that is where these techniques have been very useful. 

Hierarchy and Complexity
From the other interviews we had done, specifically with Peter, we became interested in the nature of thinking about hierarchy and complexity in computer science.  On the one hand, Moshe's verification techniques seemed to require a very detailed top-down approach, which we thought contrasted with the peer-to-peer ethic, and with something like an open-source approach to verification.  But according to Moshe (and Peter as well) there is no contradiction.  Moshe tried to explain hierarchy and complexity to us using an example from chip design.  

MV: No, no. The picture that I drew is kind of an idealistic picture, but the reality is that a full chip today is enormously complex.  So, today the full chip is millions of lines of codes.  Only thing more complicated than this is Windows.  That’s more complex even than a full chip—about an order of magnitude more complicated.  But it is not a monolithic piece, right? It is divided between hundreds of people. So, one of the big issues of research for us is what we call it "modular verification," which asks, "Can you define the interface between different pieces in a precise enough way that I can take a small piece and place the rest of the big thing around it by actually by small description of how it supposed to behave as far as this little piece is concerned?"  And then I am dealing with a much smaller object. 

Most theories of design engineering basically say that large systems are very complex and the way to be able to comprehend them is to divide and conquer. You divide them into modules and you define very nicely the boundaries.  And if you have good definition of the boundaries, then I can play with my module and it is not going to screw up everything everybody else is doing. The methodology says to have very clear boundaries, components, modules.

CK: So, you could even put some form of verification within open source software?

MV: Absolutely. In fact we would facilitate it, because the guy who is only dealing with one piece, can ignore the rest, all he or she has to know is that there is some invariant that you have to keep.  As long as you obey some specification, then you don’t have to worry about what other people are doing.

TS: So, in the chip design example, is there anyone that has overall vision of the whole project?
MV: I think the key to human civilization is the constant of hierarchy.  We have a large country, what is it now? almost 300 million people.  If you try to manage it very tightly, you get what happened in the Soviet Union—it’s impossible to manage it very tightly.  So we don’t; we try to break it into pieces, we divide the work, and say, "you’re responsible for this at the federal level. And someone else is responsible at the lower level."  So we build an incredibly complex organization.  Think of a company like IBM that has 300,000 employees.  How does it work?  Nobody can have a picture of what 300,000 people are doing.  So there are people who think at different levels.  There are the people who design the Pentium—what is now Pentium 4? so someone is thinking about Pentium 5, the Pentium Pentium—and so there is a small group of people and they will be called the architects, and they would have the high level view: what is the approach? How is the Pentium 5 different than Pentium 4 and what are we going to do? You divide the levels up.  Intel takes a chip and divides it into pieces, every piece is called a cluster.  So there will be some number of clusters—probably not a huge number of clusters, I don’t know exactly, I would guess not more than 8 clusters. There would be cluster managers and somebody would be in charge of the whole project.  And there would be a group of people who do architecture at that level.  The cluster will be different pieces of the chip, the cluster that does this, the cluster that does that… for example, there is something called instruction decoding: there is a stream of instructions coming from the software,  the compiler generates this stream of instruction…load… add…but they are all coming in binary.  So somebody has to go and figure out what they are supposed to do.  So that’s a piece of the chip.  And a cluster is divided into units; and units are divided into blocks, and a person sits and works on a block.  So there are different people, and they think at different levels.  It’s the same here: we have a department chair, then we have deans and we have the Provost, and then… it’s the same …hierarchy is the key to being anything complex.  If we try to do things, in a big way, monolithically, we call it, trying to do monolithic design, it’s just too complex. Nobody can keep this complexity in their head. 

CK: Does that raise the issue of how people trust machines or trust software?  I mean, at a certain point do you say: Okay, here’s some software, and someone says, well, it’s very complex, I’m going to need more software, and whether it works correctly… and then you say: well, someone else needs to write more software, to make sure that that software… Is there a point at which even the architects have to throw up their hands and say:  we just have to trust this?

MV: Think of… today you have people who use mathematical theories.  And today we have some very complex theories where you are required to use analytic number theory, you bring some number theory into this, and a mathematician will not hesitate to take a theory from analysis that has been used before…not some obscure theory, but the theorem has been kind of  vetted around.  I’m not going to prove everything for myself, right, I’ll just go by trust, right? You get on the light rail don't you? [laughter]?  You basically said, well… there are lots of people who, that’s their expertise, and I assume they know what they are doing.  Most of the time it works, sometimes it doesn’t.  We have accidents. It’s true in any complex system, there is no one person that has the whole thing in mind…  So our large complex system can fail, and usually when they fail, it’s almost never one person, Homer Simpson, you know,  pushed the wrong button.  I mean, it’s almost never like that. So when you build a large chip, it’s a system, a team effort of several hundred people.  There is cross-checking and double-checking, in fact, today, it is estimated about 70% of the design work is actually what is called the validation effort.  So when you look at the people who design the chip, then, more money was for people to actually check what the designers are doing, than the people actually sitting down and writing code. 

On the subject of complexity and Trust, Moshe suggested a 1979 paper,  "Social Processes and Proofs of Theorems and Programs" by De Millo, Lipton and Perlis.  The paper was one of the first strong critiques of the idea of program verification, based on the suggestion (dear to science studies of many stripes) that mathematical proofs are social processes, not logical demonstrations, and that it is the community of mathematicians that decides what proofs will be used, not any logical or algorithmic set of steps.  They suggest, therefore that it is a dream that verification might replace proofs in mathematics, because no one would be willing to read such an unwieldy thing as a program verification.  What's interesting in both the paper and in Moshe's description is the issue of a probabilistic notion of truth achieved through the most demandingly logical analyses.  As he says, it isn’t that it is "some heavenly truth" only that it increases trust.

MV: Why do we believe proofs?  It’s actually a very nice paper.  It’s interesting to say why the conclusions are wrong in the paper, it’s not trivial. But the analysis says, that proofs are believed as a social process, it’s a vetting-out out process, essentially. You know Pythagoras thought of a great theorem, right, he was very excited, and called his graduate students: "Let’s me show you this wonderful theorem I thought of last night."  And the students say: "that looks good."  But he says, you know, "my students are probably afraid to tell me I’m wrong."  So he went to Archimedes, which leaves how many hundred years it was later?  So let's say he went to his neighbor, and ran it by him, etc.  So they have a social analysis… and I think in particular because of this you guys should take a look at the paper. It’s really an anthropology paper about verification, about the validity of verification.  And so they said that the reason we believe mathematical theorems is because there is a social process that leads to acceptance.  It’s not as if there is some god given truth, there is no Platonic truth that we don’t know, but we just believe in it.  It’s a social result.  So in that sense he says that the mathematical theorem is really a social construct.  Post-modernists would absolutely love it.  Everything is a social construct.  So, the argument was that, if you try to prove a program, the proof will be sometimes a humongous object.  The program is very complex, so the proof will be, somebody comes to you with a stack like this.  They said, there will be no social process to vette it.  So why should we believe in these proofs. That was the argument. So we should not believe in proof that cannot go through the social process.   Today the way we get around all of this is that we have proofs that are checked by computers.  So we kind of boot-strap it and you can say, why would you trust the computer that checks the proof?  You have infinite regress in some sense.  But you know, today, I think most people think of verification as not as something that will give you, like, some heavenly stamp of approval of correctness.  But all I say is that if you went through this process then my trust increases. That’s all I can say. It’s not about some absolute correctness, but increasing trust.

Moshe gave us a paper he had co-written, "On the unusual effectiveness of logic in computer science"—a play on the 1960 paper by E.P. Wigner called "The unreasonable effectiveness of mathematics in natural science."  We discussed this paper briefly, and tried to understand why exactly Moshe and his co-authors were so surprised that logic is unusually effective in computer science.  Moshe suggested that very few programmers actually think logically, but rather pragmatically, and that it is therefore a surprise that logic works so well to describe the programs they end up writing.

MV: So what I remember in my experience when I started with programming is that it’s extremely frustrating, because suddenly you have to be so precise, you are the programmer, and you run the program and the first time you don’t get what you expected. And you start by thinking: “the compiler is wrong, Intel is wrong, something is wrong, because I know it’s got to work.” Then you discover,  no, I wasn’t quite precise enough here.  I wasn’t quite precise enough there.  I said: “check that X is less than Y, and it should be X is less than or equal to Y.”  Otherwise this search doesn’t work. You have to be incredible precise.  Okay.  So, the essence of very much of what computer scientists do, is to write a very, very precise descriptions.  So suddenly, it’s not enough that we know how to express ourselves, we have to have a degree of precision…it’s almost unheard of.  And the one discipline that deals with precise description was logic.  So this is why I think logic was waiting there to be discovered.  People had already studied the concept of language with formal semantics and preciseness in the same way.  Because what did they do: they tried to take mathematics and abstract it.  Usually the way mathematics is written is in an imprecise way.  You look at mathematical paper, and they are written ambiguously in a mixture of symbols and English.  And when people wanted to develop the foundation of mathematics wanted to make it precise.  There are some famous German mathematical books from the 19th century, where the trend was: “don’t use words, words are confusing.”  Okay. “Just use symbols…” There was this German mathematician Landauer, he was famous for that.  It was really incredibly formal—almost no natural language.  So when people started developing late in the 19th century, early 20th century, the foundation of mathematics, part of the goal was to get away from natural language.  We have to have a language that is completely formal with completely precise meaning.  And that is what we essentially needed when we want to talk to a computer. We need a language completely formal, with completely precise meaning

Moshe's book, Reasoning about Knowledge was co-written with three other people, all computer-scientist/logician/philosophers.  We talked briefly here about the mechanics of writing a book with four authors and the "revision control system" they used to manage it.  We also discussed some of the give and take necessary for a collaborative project to work in the end.

CK: How do 4 people write a book together?

MV: The mechanics, actually, there is something called a revision control system…We developed our own homebrew system, which in my opinion was much more effective. We developed this sort of protocol of how you modify files.   The first line of the file said who has the token for the file.  And you cannot touch the file unless it says you have the token. And if you sent it to someone and you forgot to change it, they will say “no, I can’t receive it from you unless you give me the token.”   Most of us were good about it—Halpern was the bad guy, we kept jumping on him.  And he always said, “just this time.” We were very brutal, we said: “no. No token, you cannot work on the file.” [Laughter] So we kind of developed a very primitive, but very effective protocol how to do the collaborative work. We were work colleagues, but also friends. We had a very good atmosphere.  We were just down the hall from each other, so we would write and go and we would have incredible arguments.  Somebody would write a chapter and somebody says “I don’t know…” So you say: “you write it! You don’t like what I write, you write it” “No no no, you wrote it first, you improve it, then I will take it.”  But, we would have, actually, it’s interesting that all four of us are Jewish, so there is a culture of open debate.  And people usually don’t get offended if somebody disagrees with them. And when we got into bitter disagreements, we would have a weighted voting scheme, where you voted, but you also said how important this is to you on a scale of 1-10. Of course, this only works if you’re honest about this.  Otherwise everybody says 10 or one! There's only one thing that still bugged me to this very day, which is a minor thing, but there is something that comes from modal logic, there is a concept of a “rigid designator”, which is something that in different model contexts can have the same meaning. And the question is: what is the opposite of rigid, what do you think? What should be the opposite of rigid?

CK: Flaccid? 

MV: No flaccid has all kinds of connotations! No, flexible. But my co-author thought it should be “non-rigid.”

CK: Non-rigid? Oh really, as opposed to flexible?

MV: So we had a big debate, and I lost on this one. This is the only thing that really for some reason really mattered to me, and for some reason annoyed me.

CK: Maybe you would have won if you had suggested ‘flaccid’ [laughing]?

MV: Yeah maybe I’d have won if I’d suggested ‘flaccid.’  I going to propose it back for the next edition, that we should have flaccid designators.

One of the most interesting aspects of our discussion concerns the arguments of the book Reasoning about Knowledge and the question of how loosely or tightly the formal epistemology describes or can be applied to humans, as opposed to logical systems, computers, wires or other non-humans.  We asked first if it played any role in how Moshe thought about running an institute or dealing with people, and he insisted not--that formal epistemology was really at best an idealized version of how people think.   We asked whether that meant it shouldn't be applied in moral situations. 

MV:  This stuff has application to philosophy, to computer science, but also to economics.  Because if you think about what economics is, it’s about what happens when you have systems with lots of agents and they trade and they do things together.  It’s all about multi-agent systems.  And we had meetings to bring all these things together, which were fascinating meetings.  I remember sitting with a well-known economist from Yale and I said:  “but this doesn’t really describe people. Don’t you see this as a problem.” And he says: “Don’t you see this as a problem?” I said: “I deal with computers, I deal with artificial reality.” [Laughter]. When I talk about “know” I don’t have to imbue with any kind of cognitive meaning, I just say it’s a convenient way of talking about it."  When I say, "when the person received the acknowledgement, it knows that the message was received," I don’t have to think about epistemology, it's just a way of talking about it. It’s a convenient way of talking about it. It’s a very different if you try to say that’s what people mean when they say: “I know.”  So, there is a concept called the “possible world approaches” where you say “I know the fact,” if in all the scenarios that are considered to be possible, that fact holds. And it’s not clear that that’s what people really mean when they say “I know”.  I know that the table is, you know, formica.

CK:  But you're suggesting that it won't work for humans but that it will work for wires.  You say at the beginning of the book…

MV:  It will work in the sense that it gives me a way to design systems.  Ok?  So, if I think that my agents should have some properties that they may not be aware of, some of the possibilities, then I can build it into my theory--but it's in an artificial world, it’s a make believe world.

CK:  And its one in which you can actually control what an agent knows.

MV:  And even “knows” it’s not something the agent really “knows.”  What does it mean that “the wire knows?”   It’s just an interpretations I put on it from theoutside.   I can say “the wire knows that the wire knows,” but there is [still] some naked reality there, and I choose to put an the interpretation on it.  It’s much more difficult to do it on human epistemology because it’s hard to take ourselves out of the picture.   It’s hard for me to dictate to you what you should mean by the word “know” if you object to this meaning.  So, I think it is much harder to do it in a human setting.  But that is the beauty of computer science is that it is the science of the artificial.

CK:  I suppose a kind of perverse question would  be: is there anything to be gained by imagining a way in which you can ascribe belief to computer agents, wires, things that are manifestly not human but where you might want a richer description of what it is they are doing.  That seems a little bit science-fiction-y though…

MV:  But we did.  I don’t care if you say my wires are logically omniscient, there is no other consequence of their knowledge.  But let’s suppose they need to act on it.  They need to compute this knowledge.  And it takes time to compute.  So, how do we factor this?  One of the attempts in the book was to try to deal with it, to deal with a concept called algorithmic knowledge.  Yes, you know the consequence of your knowledge but it takes time to get to know them and how do we factor this?  What we're interested in is a way to build systems.  It means that I want my wires to act on the basis of their knowledge, and they need to compute it, so….

CK: So what you’re saying is that it's like a wire could know that it could know something, but it has to decide whether or not it’s worth it to…

MV: …To spend the resources on it.  So one of the more advanced chapters of the book is called algorithmic knowledge, and there we try to deal with the issue of: ok, how do you actually gain the knowledge.  And again, I think it’s an idealized picture appropriate to artificial systems, but again I think it’s very difficult, when you try to put any kind of logical, any logical attempt to try to capture human cognition is in my opinion is doomed to fail. 

CK: What about…cases where people understand enough to deliberately keep something secret? [Cases where you would] attribute some kind of malicious intent…which would turn it into presumably an ethical question almost…but it would be machine ethics I suppose… 

MV: Well there have been some attempts in computer science to reason about cryptography and privacy and authentication.   So there have been attempts actually to take this theory and apply it to that context.  The whole concept of cryptography is that there is a message, and I know what it is, and you see it but you don’t what it means, right? So there was actually an attempt to relate this… I think they were moderately successful, but not successful enough that people are using them.  People in philosophy have tried to look at various issues, for example you know the surprise quiz paradox?  Or the hangman paradox.  Do you know that one?  So, a professor tells his students, I’m going to give you a quiz on one of the days next week, and you will be surprised.  So the students sit down and think "Okay, by Friday, if we didn’t get the quiz on any earlier day, surely we are going to get it on Friday, right, but then we won’t be surprised, so we know the teacher is not going to give it to us on Friday."  So Friday’s out.  So now we know that Thursday must be the last day, so we’re not going to be surprised on Thursday either, now they eliminate every day, and the say, the conclusion is, it can’t happen, he won’t give us a quiz, because we are not going to be surprised.  He gives them the quiz on Tuesday, and they were very surprised [laughter].  

So, it’s a very cute little, little puzzle and the question is, where did they go wrong?  Their reasoning seemed to be impeccable, but the Professor told them he was going to give them a quiz and he was right, they were surprised.  So can you give a logical account of this—paradox is a good way to kind of test your tools—and this is actually not an easy one…   But as far as ethics…  I never thought this might have ethical implications.  If there is you’d have to think that.   Reasoning about Knowledge is not the right title for this book, because it’s really "Reasoning about Group Knowledge."   Even from the very beginning, the muddy children puzzle, it’s analysis about a group of children, it’s just not interesting if there’s only one child and one parent right?  That's the one uninteresting case… because it only becomes interesting when there are multiple children, so the whole book is really about group knowledge.  So you have to think of some ethical issues that come up that have to with group interaction and group knowledge.  But I’ve never actually, this is the first time I’ve thought about that.

Moshe talked  a bit more about how this theory could be used in Economics, and how one of the seminal papers in the field was by an economist, Robert Aumann's 1976 Paper "Agreeing to Disagree" in Annals of Statistics.  At issue in that work is the question of how two people with the same prior knowledge cannot "agree to disagree".  Although the original paper is not about buyers and sellers precisely, Moshe explained that it has implications for the possibility of trading.  Our follow-up question, still pushing on the ethics button, concerned the case where some people in a group know enough to know what to keep secret in order to gain an advantage.

MV:  In fact we spent enormous amounts of effort to analyze a statement of the following: you and I have common knowledge, that these two don’t have common knowledge about.  And this turned out to be very, very subtle, and especially when we try to iterate these kinds of things, the mathematical analysis of this is actually very subtle.  To really give it precise semantics you end up doing what we call trans-finite reasoning, which is that you have to think of infinite numbers beyond the countable, and I spent a whole summer trying to prove a theorem [doing that].  In order to get some intuition,  I used a blackboard and I drew lines like this [draws long straight lines on chalkboard], just to somehow give me some graphical anchor for thinking about trans-finite numbers.  So I would have the blackboard and nothing on it but these very long lines.  I was in Israel for the summer and my wife would come sometimes to pick me up for lunch, and she’d see me in my office and I’m staring at the blackboard with these long lines [laughter].  Okay, then she comes again at dinner, and she catches me in the same position, you know, staring at the blackboard and there are these long white lines.  And she says: This is what they pay you to do? [laughter].

MV:  So I agree with you, that when you come to analyzing group situation, I just, I never thought, I have to say, you kind of caught me off guard, I never thought about the ethical applications of this.  An interesting topic to think about.

Our attention turned here to issues that Moshe considered the "more mundane" but more practical ethical issues. We discussed the kinds of issues he teaches and talks about as a question of "research ethics" and it's comparison with medical ethics. 

MV:  Once a year, I give [the Rice Undergraduate Scholars Program] a lecture on ethics.  The issues are much more mundane, they don’t really require much philosophical sophistication.  These [issues we have been discussing], it’s interesting to play with these kind of questions, but usually the ethical issues that people cope with [are more mundane].  An interesting issue that came up recently, for instance, is when you have papers with multiple authors and it turns out that there is some fraud perpetrated in the paper: what is the responsibility of the authors—this was done by one author, perpetrated it, what is the responsibility of the other authors?  Surely, when they get the credit, they want to say oh everybody gets the credit for the paper [laughter].  But, when something’s wrong they say, oh no, he did it.   Once we invited Jerry McKenny [from philosophy], he gave a guest lecture and he tried to explain to us how do ethicists think about ethics—does the action have to be ethical? Does the rule have to be ethical, I mean there are various ways how to think formally about ethics.  But most of the time, for people to behave ethically, you know, I think they can ignore most of the philosophers…

CK: One of our group, Valerie,  suggested that bioethics and medical ethics are really coherent fields because they have a set of principles which everyone makes reference to—like benevolence, do no harm, non-maleficence or justice—and therefore the kinds of questions that they ask and the answers that they give in practical situations are a lot more coherent.  Do you think it would help science and engineering outside of medicine to have that kind of an approach?  Does that seem like something that’s needed?  Or is this even more basic practical questions. 

MV: There is no question that if you look at research ethics and compare it to medical ethics, I think medical ethics is a much more sophisticated field.  I mean there are really deep questions that people have to decide: the meaning of life, when does life start, all kind of things like that, right?  Research ethics is mostly about human decency.  People think that ethics is about scientific fraud.  And I say, not really, because I mean when we teach an ethics class, we don’t start the ethics class, ethics 101—"thou shalt not kill, right?" [laughter]  So there are certain things—fudging data is criminal and it’s immoral and its unethical—whatever you want, so end of story, there’s nothing to say about it.  What is an ethical question? Well, you know, you run the experiment, and there’s a power fluctuation on one of the points, but if you drop this point then you have no paper.  Okay, and there are good reasons why you think the power fluctuation did not affect the experiment…  Ethics is about how to handle tricky situations. Not about what—thou shalt not kill—that’s easy.  In most of the cases that I saw, it’s really about how to be a mensch, it's just about human decency.   

I think it, it could be useful to have some principles. For example, a big issue in research ethics is that of authorship.  When I talk to students about it, I tell them that authorship is like sex.  And the graduate students, in particular, are like “what is he going to say here?” I explain that everyone understands that sex is one of the crucial components of marriage, but very few people go into by writing down precisely prenuptial agreements or spelling out everybody’s expectations and defining rules of conduct, right?  People are just supposed to wing it, right?  Well that’s what happens with authorship rights.  Of course, everyone will agree that it's one of the most crucial components of scholarship, you know, putting your name on a scholarly work, that’s the essence of scholarship, right? (And in fact the second book of Djerassi, Bourbaki’s Gambit is about this issue of authorship).  But you try to find out what the rules for authorship are and you find that there are none.  It’s not well defined, you can’t find almost any rules that define who should be an author, it varies from field to field, I mean it’s a mess.  And no wonder, …just as there are many many problems with sex, there are many, many problems with authorship, it's rife with problems.  So it would be useful, it would benefit us to reach a level of understanding where we have a better understanding of what authorshipis—it would if it were possible, but I’m not sure it’s possible.  So I think research ethics generally doesn’t have any of the sophistication that you find in bio-medical ethics. 

CK: Usually when the ethical dilemmas that you are talking about are fuzzy or ambiguous, they tend towards political issues.  And I’m not talking about capital P political issues, I’m talking about political in the sense of “how should we live?” that old Aristotelian question, which is also “how should we live together?”  So I mean there are ways in which those questions about authorship are also political ones. Who gets credit and how?  And who should decide, and whether or not the way in which credit is distributed is just, right, those are political questions…

MV:  Right, right.  You know, I have very little background in this, as you recall, my first philosophy course was logic and I didn’t like it [laughter].  And the rest is just from some reading here and there.  I also find this kind of high-brow discussion highly stimulating but they don’t quite give you concrete answers.  Can I sit down and say ok, what do I do now at the end of the day?  We can discuss what is just, but what do I do at the end of the day?  What I usually tell students is about clear communication, about being explicit rather than implicit about things, about human decency, but I’m not going to define for them what is humanly decent… I mean you can go and ask, but what is it really? What is a decent behavior?  We usually stop there, we don’t get the definition of decency.

CK: So there’s a reliance on a common sense or an everyday notion…or even to some extent professional ethics in the sense that you get inducted into through practice?

MV: Well you can socialize into it… Professional ethics is very different from morality.  I give them an example: take submitting a paper to two journals.  Is it immoral?  Nobody would think you are doing something immoral if you submit it to two journals.  It so happens that professional ethics says “thou shalt not do it, this is a bad thing.”  Why is it a bad thing?  Well there are historical reasons why people frown on this—it had to do with expense of doing this, with the desire to appropriate credit fairly and things like that, so if you didn’t know about it… we had an interesting issue recently, I was running a program earlier in the year, and we had a submission from Algeria.  And we discovered that the same paper was submitted to two conferences.  And so the discussion started, "what’s the right way to handle this?"  And do these people know about these rules, I mean, who knows?  They sit there in Algeria, maybe nobody told them it’s not okay to do it.  So there was a big debate on this. 

CK: Well that’s sort of what I meant by political, I don’t mean…

MV: These are simply social conventions—what is the appropriate behavior in particular contexts—and every society has it. I'm a transplant from one society to another, and it’s a big thing.   For example: do gifts have to be wrapped?  You know, to me, it still looks like a colossal waste of effort [laughter] why did this person spend all this time putting it in this paper, just so the next person has to tear it off.  I’m still puzzled by this, but this seems to be convention here, to call it a gift, you have to wrap it.  And in expensive paper. OK.  You know, where I come from, you want to give someone a book, you just give them the book.  Give them the book!  

CK: Clearly, you never made it past you logic class in philosophy… to the gift class.

MV: To the gifting class… gifting 101!  So society has conventions, and in scientific society, it’s a group of people with their own conventions.  And very much what we teach the students is just "what are the expectations in this, what are the social expectations, how are you supposed to behave?"

TS: So do you teach them that in a class, or do you just teach them about that?  Do you actually go through what the expectations are?

MV: Well, I haven’t taught the class for a while but when we do that, yes.   Much of what we taught in the class was: these are the norms, these are the conventions, here is the process of publishing a paper, here is how you are supposed to behave, here are the norms of reviewing the paper.  So, submitting the paper is relatively easy.  But the reviewer is this mysterious anonymous figure with a background nobody knows.  And the reviewers (well actually we call it the referee, which is a somewhat harsher term), if you think about it, the referee is of crucial importance: papers get accepted or rejected, careers are being made by these people in the wings, there you have real ethical issues, you know, what’s the proper way of doing this?  So yes, much of what we talked about is just, how are you supposed, what are the rules of behavior, in this particular society.  

And in fact it changes: there are some principles that will be uniform, but some are not.  Going back to authorship—order of authors.  Take people in this computer science department and you’ll find that because each one belongs to a sub-discipline here—I am in one area and other people are in other areas—and they will tell you that there are other rules…

TS: It’s not just alphabetical order?

MV: In my area, it’s alphabetical, and I love it. I think it’s think it’s simplest of rules, I love this rule of alphabetical order, even though I’m usually the victim of this [laughter].  But it’s a simple rule.  The systems people tell me they usually but the younger people in front.

TS: Oh, it’s not the old, the most senior people first?

MV: No, it’s the most junior one in front.

TS: So you’re kind of teaching a class on manners?  Basically… or expectations… that’s a great idea! [laughter].

MV:  Think about it this way, what do you know when you meet a person?  You say hello, you reach out your hand and you say “my name is so and so” right?  How do you know that’s what’s supposed to happen?

TS: It just happened to me the other day that I held out my hand and said "hello my name is so and so and he said “Oh, in my religion we don’t touch.” [Laughter].

MV: Okay, but actually, at the very least, somebody taught him how to behave.  Cause the more awkward thing…

TS: It was pretty awkward.  But I’m an anthropologist…

MV:  But how do you know that’s what you are supposed to do?  Well you absorbed it over time, your mother told you, you probably don’t even remember it, it’s in the deep past.  Well, even though I didn’t star out being a scientist, many things that I do, I don’t even know how I know them.  You osmote, you grab it you get socialized, you start as a graduate student, and gradually someone tells you "no no, that’s not the way you are supposed to…" and after a while you don’t even remember how you know it. And when I tell it to students, there are certain things I tell them in passing, because I think its obvious, and I see students say: “Oh, really? That’s the way its supposed to happen?”  And I say Yeah, doesn’t everybody know that?  And they say no nobody even told us about it.  I think the students who went to [the class] thought it was wonderful.  I mean they just, instead of waiting to gather a bit of information here and there, suddenly somebody tells them the whole thing, there is a secret book [laughter].  And somebody now opens the book for you, so it was a lot about just professional norms rather than about ethics, cause part of the ethics is: follow the norms. 

Discussion turned here to a series of questions about the interface between legal and ethical issues, ranging from intellectual property  to terrorism-related issues.  Because Moshe is a full professor, head of CITI and a respected member of the campus community, he is probably more attuned to these issues than most other faculty.  He discussed a few of the issues he has faced recently.

MV:  The one place where I think you do get into legal issues mostly has to do with intellectual property.  Because there, you have issues of patents, you have agreements with companies, you know we sometimes have cases that, where there is interplay between [law and ethics].  That’s the only place I can think of where we run into legal issues.  Well, of course, if you perpetrate scientific fraud and it was federally funded research, I’m sure you have violated god knows how many federal laws, probably wire fraud, mail fraud, whatever, but that’s not what we’re talking about.  So I think the only place where we run into legal issues is intellectual property.

CK:  What about now with work in terror, you know related to terrorism?

MV:  We haven’t seen it yet.  In fact, there are issues coming right now, there is a new issue coming up having to do with export control.  This is a very hot issue now for our society, the IEEE, which is the Institute for Electronic and Electrical Engineers.  They recently stopped receiving – they also run several journals – they recently stopped receiving submissions from scientists in embargoed countries.

TS:  They won’t accept them?

MV:  They won’t accept submissions.  The reason is that they were sending them referee’s reports.  So there was some ruling by some government agency that said that sending a referee’s report is export of data.  So there is a big fight now.

CK:  Just the referee’s report, not even publishing…

MV:  Well you know, publishing the paper doesn’t seem to be a violation of any law, I mean you’re not allowed to send them information.    Here they are sending you information, nobody could argue… So that has been ruled out, so they don’t take submissions from them.  Right now, that’s a big controversial issue. When petitions are circulated, you know it’s a big issue.  So again there you could be running into issues of what happens if the government requires something that you think is unethical.  These are new issues, so far we haven’t really run into these issues but times change so this might become an issue.

TS:  There are a lot of laws about import/export of different kinds of software, right?

MV:  Right, so what happened was that was that the government would classify some piece of research, doesn’t even have to be government funded.  I could write something: how to make a nuclear bomb in the bathtub, and the government could say "this is classified."  If it’s classified, then I can’t publish it.  Now the thing with export is that it’s a very sneaky way of restricting speech, not by saying it’s classified, but by saying "you cannot export it."  And then to take it even further, to say that when you write the referee report on a paper submitted from Cuba, you are violating export law.  I think that someone really ought to sue the government, and this ought to go to the supreme court.  Most of the scientific societies don’t want to piss off the government.  I don’t know what will happen.  The problem is, we need someone who is willing to [do it].  I think these guys in the government really went way out of line on this one, to say that the referee report is export of data.  It is some government agency, I don’t even know how high it goes, to make this ruling.  

TS:  this kind of gets back to what you were talking about at the beginning, when you were talking about hierarchy, being like sort of the ultimate structure, because there’s nobody, somebody in another office, the patent office, or whatever office, doesn’t know that this one person has passed an obscure law about the referee’s report, there’s nobody with sort of an overall vision.   It’s some obscure agency, I can’t even remember which agency that is dealing with enforcing this data export, maybe the commerce department.  I don’t think that Bush woke up some morning and said okay, let’s not send referee’s reports to Cuba anymore.  He could have said, "let’s be tough on embargoed countries," and then there was a chain of people who said let’s be tougher on… and eventually one bureaucrat says, oh I think that means we should not send them referee’s reports.  But it’s just like anything else: we have mechanisms of fighting it, you can go to congress, you can fight it in the courts, we’ll see what happens, but, so what I’m saying is that so far the only legal issues that have come up so far are issues of IP but I could see other issues come up now, and it’s a different world. 

Our interview ended with a brief discussion about our research and the question of where it would be published. 

MV: Where do you publish these things, where can you publish it?

CK: Well,  there’s a journal called Social Studies of Science, which would probably be an appropriate place, another one called Science, Technology and Human Values. Maybe in one of the anthropology of…

MV: The Social Studies of Science, is this the strong school or the weak school?

CK: [Laughter] Well actually both; the distinction has weakened since then [laughter].  The Social Studies of Science Journal was the place where the strong and weak debates were carried out…

MV: So how is the Edinburgh School doing?

CK: The Edinburgh School seems to be doing okay, I think there’s only one or two people left.  A man name David Bloor died recently…

MV: Oh yeah, he was one of the strongest, the strongest of the strong…

CK:  Yes, well the debates never really reached much resolution, like these debates do, they sort of petered out.

MV: Yes, history will have to judge them [laughter].

