Questions for Moshe Vardi (Jan 6, 2004).

Biography

How did you come to the study of formal logic and computer science?  What in your life led you down this path? (sp. via computers or via philosophy/math/logic)

Your interests seem to be, as one of the students noted, the view from 50,000 feet: reasoning about knowledge, logical verifications of software systems, etc.  Do you see it as taking a very broad view?  Does "The world look marvelous from up [t]here, so peaceful, so wonderful, and so fragile"?  

Do you try in any way to relate your spiritual or personal ethics to the kinds of things you research or the classes you teach (or vice versa)?

Research Areas: Verification and Logic

We're curious to know more about the kinds of grants you've gotten.  1) to understand better what CS professors get money to study and 2) to understand better how you negotiate the boundary between "applied" and "basic" research.  What kind of "basic" research is funded in CS?  Who funds it?

A related question: is the kind of work you pursue in logic something which is generally seen (by its practitioners) as good for its own sake? or is it only interesting if it's directed at solving a particular problem?  Do you warn students against problems that have no clear applicability?

Another related question: As director of CITI, do you find that your research interests, your meta- understanding of knowledge is useful in managing a large institute, a department or research projects?  Do you find it seeps into the way you see other people or the world?

Formal verification seems to suggest a kind of top-down approach in which ability to know that software works correctly is reduced to a logical question about all the possible errors.  This seems to us to be in contrast with, for instance, Open Source software programming, which takes a more devil may care attitude, and lets people find faults and fix them-- is there a relationship between the two?  Is there a point in your own experience where you've had to choose between such alternatives?

Computers, risk, complexity

It seems like "reasoning about knowledge" reduces complexity by adding yet another layer of complicated software tools on top of already complicated software tools?  Is this ramifying complexity  something that computer scientists confront directly?

It also seems like it creates bad incentives:  e.g. "Software too complex?  Here's more software to make sure it works!" Is that true?

How much blind trust (of machines, in particular) is there in CS?  Does paranoia play a role?  How paranoid can you afford to be—and have you experienced this?

Research Issues, Research Ethics

How do four people write a book together?  

How does your research in reasoning relate to you concern about research ethics?  

1 – Do  you teach such forms of reasoning as solutions to ethical dilemmas?


Is it presumed to have "universal" validity for all humans, for humans in groups, for humans and machines? 

2 – Do such forms of reasoning sometimes constitute ethical dilemmas in themselves?


That is to say, in "Reasoning about knowledge" the examples are all fairly value-free—but they could be cast as risk-benefit calculations—instead of muddy children, perhaps bloody children or a moral paradox of some kind.  Is this kind of thing within the purview of your research?  What if software using the techniques you describe were being widely used to answer such questions?

One of our participants suggested that bio-ethics (as opposed to engineering or science ethics) is a coherent field because it makes constant reference to a set of "universal norms" such as justice, respect for persons, benevolence and nonmaleficence,  whereas other kinds of ethics rely instead on common sense codes or professional ethics... does this sound correct to you?  Do you think science and engineering ethics should be more consistent, or more grounded in a universal norms of some kind?

If you taught your research seminar again, would you teach the voting machine controversy, what would you say about it?

We presume there are parts of your education that aren't particularly standard to a CS education - is there anything you think computer scientists absolutely should be exposed to or educated in that is not part of the standard CS curriculum, and isn't necessarily obvious that they need to know?

Philosophical and Mathematical issues

On of our first questions was: isn't this a strange thing for a computer scientist to be studying?  Why is he doing "philosophical logic"?  Is this unusual?  Why are there no computers here?

Perhaps more generally: even given the clarity of your introduction to the issues, this stuff is still quite strange to us (perhaps not to Sherri in philosophy, but definitely in social science).  How did you learn it?  Did you read philosophy?  Was it taught to you as part of philosophy, as part of mathematics?  How would you go about teaching it to a student who knew nothing about it?  where do you start?

Once we started to discuss it further, however, the differences we felt were less notational, than in the assumptions made, or perhaps they are confusions about what is taken for granted:

1)  Is this theoretical or practical reason?  Is there a theoretical or practical limit to reasoning about reasoning about reasoning about... about knowedge?

2)Does the kind of reasoning you describe require that agents be rational?  What kind of rational?  Is it different from the rationality of economics and game theory (ps. in anthropology we tend to assume that rationality is a particular triumph of history, not a feature of humans).

3) Although it's exciting to see the suggestion that one can attribute knowledge to wires, it still sounds somewhat mystifying.  What would be the implications for a theory of consciousness? Furthermore, does the kind of reasoning you describe account for the way that humans reason in combination with machines?  That is, the way they either trust, or can be said to know that a machine knows  something? 

S: How far into agency do you think the similarity extends? Also, which one is serving as the model?

4) Most of what you consider concerns how knowledge informs action.  This seems to assume that there are no barriers to knowing something, specifically secrecy or obfuscation.  How can we understand reasoning about knowledge in cases where people understand enough to deliberately keep something secret or obscure it?  That is, isn't still about knowledge and power, not action?  And as we know, apropos of Microsoft, even wires can keep things secret…

Would question 4 turn Reasoning about knowledge into ethics?  Is there perhaps a "machine ethics" to be researched-- what would that mean?

Why is it so surprising that logic is so successful?   Isn't it somewhat tautological to be surprised that logic is the "language of computer science" given that the definition and construction of calculating machines relies on logic?

We don't understand the distinction that you make between natural sciences and artificial sciences-- mostly because we know that even in the case of the most natural sciences: biology, physics and chemistry, the things which people experiment upon are made by them.  Even in biology, the vast majority of tools and subjects are standardized and in some ways "unnatural".  What characterizes an "artificial science"?

A rephrasing of Sherri's last question:  If it's true that your theory about reasoning about knowledge demands that the knower considers only what s/he knows to be possible (not what s/he believes to be im/possible), then is this still an appropriate way to describe human reason?  How could you incorporate such a distinction between knowing and believing possible into your theory (through probability?)  What would it mean for a computer to "believe" something?

