Scalability Chris Kelty

(this is excerpted from another paper called "Scale, or the fact of" written Spring 2000)

…It is nearly impossible to speak with a computer scientist or engineer without hearing the word "scalable" (usually it is accompanied by "robust and secure").  A strange adjective, and even stranger  intransitive verb that suggests the cancellation of the imprecise use of "scale" to mean bigness (as in "large scale"), and substitutes instead a delicate notion.  A building and a train may be large or small— may be built, as one says, to scale.  But, when something is both big and small at the same time, then it scales. Still, buildings and trains are too tangible for this intransitive miracle, it is a use of the word that could only find subjects in the twentieth century.  Here the OED tips the balance: "To alter (a quantity or property) by changing the units in which it is measured; to change the size (of a system or device) while keeping its parts in constant proportion."
  Scale the amount, add a zero, measure in gigabytes. What could be more familiar in the world of measurement than the convenience of exponentiation.  But consider the second usage, where things— significantly systems or devices— become larger, but their parts stay the same. It is a familiar usage today: 


"Does your business scale?" "Yes, our product scales," "this web server is scalable." No need for a billion servers to serve a billion hamburgers, because this baby scales. Microsoft hosts a yearly "Scalability Day," advertised by banners that say things like: "Did somebody say Scalability?" (Ears brimming with American media will hear a quote of a McDonalds advertisement, perhaps too subtly connected to the billions and billions of that old-economy model of scale.)  Scalability is defined on hundreds of mailing lists, technical and otherwise. "Scalability, reliability, security" form a buzzword triumvirate.  Servers should scale, or succumb to too much traffic, but business plans should also scale, or risk the shame of missed market opportunity— regret does not scale. People warn of 'scalability myths,' there are helpful programming hints and "Scalability Killers"
 to avoid. One can try to write algorithms that scale (i.e. that can solve problems of arbitrary size), or try parallel processing (i.e. scale resources to help a non-scaling algorithm solve problems). "Clustering" is a popular solution that allows for scalable web-sites that access growingly large databases of material.


 The subtlety of 'to scale' often gives the slip to journalists and PR agents, who try returning scale to pure size, or pure speed; an example from The Standard, January 3rd, 2000: 

On the Internet, if you can't scale – if you can't get really big really fast – you're nowhere. And it's not enough for just your technology to be scalable. Your entire business model has to have scalability, as well; you need to be able to quickly extend your business into new markets, either horizontally or vertically. "Will it scale?" is one of the first questions venture capitalists ask.


Interesting choice of words, "if you can't scale, you're nowhere". True, it implies the opposite, that if you can, you will be everywhere. But the choice indicates something else, you are no where, not no thing.  This is a story, a word, a metaphor maybe, of the internet as industrial market, geographical manufacturing region, cyber-space. A topical imagination where fastness and largeness make more sense than in the pure scripts of a world that is both big and small at the same time, which precludes it from being precisely some where. Such a topographical insistence is a result of weak language, less than of weak imaginations; not a result of the actual strangeness of a world saturated by computing, yet indifferent to its physical organization, because language itself forces spatial figurations, prepositions serve topoi on top of topoi.  Fact is, if you can scale, you could be any where.


Try another example on for size. Gnutella, named for GNU (of GNU's Not Unix fame, from the Free Software Foundation) and the tasty hazelnut-chocolate spread "popular with Europeans" is a simple elegant tool for creating your own instant mini-internet, in order to share anything you want: music, movies, porn, pictures, data. Its self-description: 

Gnutella client software is basically a mini search engine and file serving system in one. When you search for something on the Gnutella Network, that search is transmitted to everyone in your Gnutella Network "horizon". If anyone had anything matching your search, he'll tell you. 

So, time to give a brief explanation of the "horizon". When you log onto the Gnutella network, you are sort of wading into a sea of people. People as far as the eye can see. And further, but they disappear over the horizon. So that's the analogy...

And what of the 10000-user horizon? That's just the network "scaling". The Gnutella Network scales through segmentation. Through this horizoning thing. It wouldn't do to have a million people in the horizon. The network would slow to a crawl. But through evolution, the network sort of organizes itself into little 10000-computer segments. These segments disjoin and rejoin over time. I leave my host on overnight and it will see upwards of 40000 other hosts.


Here the where of there is earthly, it is the size of the planet, and divides into horizons, time-zones of a sort, a metaphor of spatiality familiar to pilots and phenomenologists alike. This horizon, however, is by no means geographical, but simply numerical. It is as one color thread in a tapestry, distributed throughout the landscape connected by a quality. It is a statistical distribution, dotting a sample of billions with 10,000 dots. The crucial difference here, is that everyone's horizon is different— not completely, but enough that the horizons 'scale' to include the whole internet. What connects people first is not a physical network, not a system of wires that has a necessary geographical component.  What connects people is a script, an instruction, a set of commands, a question and answer (or a 'negotiation' in telecommunications terms, specifically, a 'ping' and a 'pong' that contain minimum information about origin and destination, IP address and connection speed. It is nonetheless these pings and pongs that make up more than 50% of the data on the Gnutella network, making scaling a serious problem for the designers. Imagine if everyone were to ask their neighbors that question, and ask them to ask their neighbors, and so on—  the world would quickly end in queries without answers...).   What connects people is not propinquity, not community, what connects people in the world of tasty hazelnut spreads is, in short, a protocol, a simple script, a set of messages. Your IP address can be static or dynamic, a proxy or a masquerade, but it doesn't matter where it is, or how long it exists, only that it be connected to others, which are connected to others, which are connected to others. This is the non-spatial space of 'it scales.' 


The cliche of air-travel shrinking our world in bringing the remote close has nothing to do with this kind of scale.  Rather, if you must think of planes, think instead of the tall Texan crammed in the seat next to you, and the conversation that will lead to the person you both have in common, and the meaning of the inevitable phrase "it's a small world."  These conversations are the new scale of the twentieth century… (back to our regularly scheduled program)…


When Peter talks about scalability, he is primarily fascinated by a kind of paradigm shift—a change from conventional distributed systems, systems what could certainly be large scale, but would not quite be "scalable" in the same way 

We realized very soon that this technology had applications far beyond just file sharing. You can, essentially, build any kind of distributed system, while I shouldn’t say any, but a large class of distributed systems that we used to build in a completely different fashion based on this peer-to-peer paradigm. One would end up with a system that is not only more robust, but more scalable.(119-122)

The scalability of peer-to-peer systems comes from the fact that one can harness an already existing, and large-scale network (namely the internet) to create a super-network where adding "systems or devices" happens for other reasons (I buy a computer, you buy a computer, computers appear on desks everywhere for myriad reasons—not because Peter says: "I will build a network!").  But as with almost all engineering terms, an inversion necessarily occurs, and scalability is something that comes to be applied to almost any situation:

Another aspect is I think it is important for grad students to also have an impact on what they are doing, what direction their project takes. On the other hand, you need to set also some useful restraints. Because if you have a number of graduate students and everyone is working on something more or less unrelated, it just doesn’t scale very well. It stretches my own expertise too far. (233-237)

The idea of students "scaling"—in any sense other than recreational negative geotaxis—seems an odd concept, but for anyone who works with engineers, especially internet and computer engineers, the notion has become nearly second nature.  The conversion it represents is one from a geographical orientation—horizons—to a scriptural one—connections.  Perhaps the most important aspect of this inversion (for social scientists) is that engineers now routinely refer to this orientation as "social" (and often by reference to "communities").  The internet has transformed our understandings of speed and scale, but rather than create some new language for propinquity, proximity, or distance, it has co-opted an older one—social networks are now all the rage; people are building social software, social forums, communities, etc.  The only social theory that seems to have embraced this transformation and rejected the language of the social is, ironically, systems theory—which wholeheartedly embraces the engineering and biological descriptions of growth, transformation, and change. 
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