Abridged and annotated interview with Professor Peter Druschel’s research group at Rice University  This interview was conducted on Thursday Jan 20th, 2004.  Key: PD=Peter Druschel, CK=Chris Kelty, EK=Ebru Kayaapl, AP=Anthony Potoczniak, AS={ Atul, Animesh, Ainsley, Alan}.

Peter Druschel is a Professor in the Computer Science Department of Rice University.  He has worked on operating systems, distributed systems, ad-hoc networking and currently on peer-to-peer systems.  We chose Peter and his research interests for obvious reasons: the national trauma surrounding music piracy has centered primarily on technologies for sharing and downloading files—commonly called "file-sharing software."  Only a few of the existing file-sharing systems could fairly be characterized as "peer to peer".  Napster, for instance, relied on a central database that kept a record of who was sharing what music on which computer—without it, individuals and their computers were just as isolated as before.  Gnutella (or Kazaa or Morpheus), on the other hand, allows users to search each others machines for music directly, and when something isn’t found, the search is continued on the next machine in the network—eventually, two users might connect to transfer a file from one to the other.  Since these software programs work primarily with the notion of a "file" there is nothing about them that requires them to be used for sharing music files—that just happens to be what people are most interested in sharing (second, of course, to pornography).  For this reason, Peter and his research group are necessarily involved in a highly politically charged environment: one in which they are working on a technology primarily identified with law-breakers.  Their quest to research and to demonstrate the "non-infringing" uses of peer to peer software thus puts them in an interesting position.  On the one hand, they must be able to build, and demonstrate principles related to the broad class of uses of a peer to peer system (such as p2p mail, chat or secure archival storage), on the other hand, they must also consider these systems with respect to what legal or illegal uses they might have, and what kinds of political or legal consequences are involved.  

Novelty

In our first interview, we talked with Peter and his students about working on these areas.  From the get go, it was obvious that it wasn’t only the politically salient aspects of these technologies that intrigued them, but their genuine novelty in terms of computer science.

AS[1]: I’m Atul Singh.  I am a 3rd year grad student in computer science department. When I joined Rice, Peter was working on a lot of projects in peer-to-peer stuff, and peer-to-peer at that time was very interestingfor a lot of reasons. First main reason was, it was a very new area, so you could do a lot of things, which many people haven’t done. Secondly, you didn’t need much of the background to know a lot of things in peer-to-peer, because it was a very recent area; and because you could do a lot of things you can do in peer-to-peer, it was very interesting to see where you can publish papers in that field. . 

AS[2]: I’m Animesh.  I am also 3rd year grad student here. So I did my B.Tech in in India and then immediately came here for the PhD program.  And when I came here Peter was introducing this [p2p] which was exciting. I mean the area was all about convincing a big research community, which in fact did not have strong opinions in this field. It was still pretty new. It’s like a challenge in which you have to turn the heads around around. 

AS[3]: I’m Ainsley Post. Actually I did my undergraduate at Georgia Tech. and then I came here. I am a 2nd year student and when I first came here I was kind of not sure, what I was gonna work on. But I took Peter’s class.  What interested me about peer-to-peer is kind-of how extreme the technology is—how it is taking regular distributed systems and kind of taking it as far as it can go and it brings up a lot of harder technical problems, that are more interesting more extremely unusual. So it makes things more challenging.

AS[4]: I’m Alan Mislove. Actually I was an undergrad here in Rice and I sort of my last semester here ended up taking  class Peter’s Comp515 class; it was sort of a project class. We were working on top of Pastry. And I found the project really really interesting, it was such a new area. I think there is a lot you can do with it, more than anyone realized. So, I decided to stay here at Rice. I am a second year grad student...

PD: In 2000, about 3 years ago now, I took a sabbatical, which I spent partly at Microsoft Research lab in Cambridge.  And that was the time when Gnutella and Freenet kind of hit the streets and the public was interested in this file sharing thing and there was a lot of discussion about copyright issues and ethics and the technology behind it, and music industries, lawsuits and so forth. We started looking at this more or less for our enjoyment as a technical challenge.  We were looking at these protocols and how they work and whether one could do better. And then kind of one thing followed the other, we actually came up with very interesting technical ideas, and realized very soon that this technology had applications far beyond just file sharing. You can, essentially, build any kind of distributed system... well I shouldn’t say any, but a large class of distributed systems (that we used to build in a completely different fashion), based on this peer-to-peer paradigm. One would end up with a system that is not only more robust, but more scalable.  But also fundamentally, it lends itself to this kind of vast grass-roots style of organization;  meaning an individual, using this technology, could potentially distribute a large amount of information to a large community without necessarily needing the approval of an institution or organization; and without having to have access to capital or some sort of business model to raise the funds to put the necessary infrastructure in place. Because, in effect, everyone who participates adds another piece of resources to this and jointly they carry the entire system—nobody needs to provide dedicated resources.  So over a couple of months it became clear to me that it was interesting not only from a technical perspective, but also in terms of the applications. In computer science, actually, we rarely have the opportunity to work on things that have fairly direct impact on society... to really sort of stir things up. Mostly we deal about things that make something more efficient or perhaps more scalable, it will cover a larger geographic area or reach more people. But, we really have the opportunity to develop something that fundamentally seems to change the impact of the technology on society.

A question that recurs throughout the interview is the question of how such novel research is perceived by other CS researchers, and how the world outside of CS (both commercial and governmental) sees it. 

 CK: In terms of the kinds of research in computer science or the potential directions that you could have chosen to go, how unusual is this? Is it something that other computer scientists say you shouldn’t be doing,  because it’s a flash in the pan, or it’s not gonna yield anything or something like that? Is there a danger there?

PD: I think I will describe this as perhaps something that happened in two phases. Initially when we started working on this, a fair amount of other groups in the area also started approaching the subject out of curiosity. But when it became clear what the applications might be, what fundamentally this technology can do, I think there was really a sort of division in the field. There’s a lot of people who fundamentally reject the idea of building systems that have among other things the ability to support things that are subverting the legal system. Essentially, they allow you to do things that are not approved by the government. And there is sort of a deep skepticism by many people whether there are going to be commercial applications of this technology—legal and commercial applications.  And you continue to face this problem of trying to convince people on one hand that it’s OK to work on things that may not have a commercial impact, but then may have a more direct impact on society.  And on the other hand, that  what we are doing is in fact likely to yield results. But I think that is actually typical of a good research project. If everybody is going to agree that this is going to have an impact  then you probably shouldn’t bother, and just hand it over to industry.

 CK: How do you get funded for this research? If there is not a clear commercial application and you can’t clearly go to industry and say “fund us to research this,” how do you think about getting money or convincing people?

PD:  Well, I think I'm talking a little out of the shop here... But I think the classical approach is doing this is to disguise it a little bit. If you write a proposal you want to emphasize the things that you think have a commercial impact and perhaps emphasize things bits of the picture that are fairly convincing to someone, who is looking to solve a particular problem.  The government right now is very concerned about making technology more secure more robust.  Well, this technology among other things can do that potentially. So of course this is what we emphasized in our research proposals. And actually the response was very positive. We haven’t really had any problem at all raising funds for this, for this kind of work. Of course we are also now in a bind where we need to produce results, but that’s a problem we like to have. On the other hand, we have also gotten some funding from Microsoft, for instance, to do this work and by and large all the big computer vendors are  working internally on this technology. I think there is a sort of a broad realization that it is not clear where it would go, but ignoring it is too risky. So, everybody wants to have at least a foot in the door, wants to develop some local expertise and some competence.  

Hierarchy, Complexity, Experiment.  

Because the students were present it was easy to ask about the nature of the work in Peter’s research group, and especially, the question of organization and hierarchy—since this is a central intellectual concern in p2p research as well.

 CK: So, Can you say more about the structure of how research projects work in Rice Computer Science?   Do graduate students get to pick or choose? Do they get to work one-on-one? How much does the funding determine where you can work? 

PD: It really depends on the faculty member.  I think everyone has their style.  There's faculty members who have a very well defined research agenda and funding that ,from organizations like DARPA that have well specified deliverables means you really don’t have a lot of flexibility.  There is work that needs to be done by day X and for a grad student to join the faculty member, the grad student has to basically really work on that project and produce results by a certain deadline.  I think other faculty members have one or two different projects and maybe even three  projects going on at the same time. And the students have a lot more flexibility in choosing what they want to do. And quite often graduate students also have a lot of impact what the next project is going to be. If someone shows up I am interested in working on X and it’s not totally outside of my radar screen I might just get interested in it  and then if you have initial results you write a proposal and you get the funding. 

AS[2]: I think the good part of peer-to-peer research is that, because it is so new, not every part of the design space has been explored.  So we can very easily convince Peter that this is a good part, and we can do that … But I mean this has negative parts too—not everything is possible in this world. So you might want to do something but then you need some advice whether you can really do this job or not. And for that we need some experience, so the faculty comes to the picture at that time. This gives a lot of flexibility, because it is a very new field. It is very exciting.

PD:  Another aspect is I think it is important for grad students to also have an impact on what they are doing, what direction their project takes. On the other hand, you need to set also some useful restraints. Because if you have a number of graduate students and everyone is working on something more or less unrelated, it just doesn’t scale very well. It stretches my own expertise too far. You have to work yourself into an area and stay in it by keeping up with the literature. And it also is the fact that there is a synergy within the group. If everyone works on something unrelated, nobody helps each other, and there is no synergy there. It is important to have some amount of coordination. This can be as one or two, even three major projects but beyond that it gets difficult. And the nature of the work in experimental computer science, at least, what we’re doing, in these is such that one can accomplish very little alone. One really has to depend on feedback and exchange with other people. Even small groups in many other areas even with more theoretical computer science - somewhere you work in the corner you come up with these major results does not work in our area. You might succeed in doing that but if you are working on it by yourself, chances are you will be overtaken by the time you have it resolved. 

 CK:  What about collaboration across universities? Do people have a lot of work with other universities or other research institutes?

AS[3]: I spent the summer at UC Berkeley with the Ocean Store project. And right now we are working on a project which is related to peer-to-peer stuff. So, right now we are extending that in some directions to see how far we can go in that area. We also collaborate with Microsoft software. So there is fairly large amount of  collaboration out there.

PD: It’s actually one of the positive aspects of this... The base funding of our project is from a large NSF grant that involves 5 institutions. And it’s unusual for a project of that size... it is very well coordinated. So we meet twice a year. The students run a student workshop within that, so they have exchange on their level...

 CK: Do you use any peer-to-peer system to distribute the documents or code? 

[laughter] 

PD: Yeah. That’s actually part of what we're doing. 

 CK:  And what about collaboration internationally? I know you have connections in  Germany and in Cambridge UK.  Are there others?

PD:  Yeah. We have one more set of collaborators in Paris that are working with us on this sort of email system and they have their own little project on the side and they are using our code  after meeting with them several times . They might come to us in the future and then, of course, the folks in Cambridge in England. I think there may be other folks downloading the program but there is more than one way than an exchange.

 CK: Do you have a sense that within peer-to-peer research or generally that there is … it is localized or it is different from country to country or there are different kinds of groups working independently on this?  Does it not divide in that way?

PD: It is a little bit difficult to tell. I should probably say that work in experimental computer systems is fairly focused, I would say maybe 95% is in this country. There are a few clusters in Europe, one or two in Japan. It is not very broad based. So, from that perspective is hard to tell.

In all of the interviews, some question about the difference between theoretical and experimental work in CS and in other disciplines emerged.  In all the cases, the definition was slightly different, but in Peter’s case, there is the added complexity (which is more apparent in the second transcript) of whether the experimental software is in wide use, and by whom, as part of the experiment.  Part of the confusion stems from the repeated use of terms that seem to refer to humans (such as trust, reputation, incentives, bribery) but are in fact used to refer to experimental "agents".   In this section we ask about these terms and what they mean.

 CK: How do you define this difference between experimental and theoretical computer science research?

PD: So theoretical computer scientists are essentially are applied mathematicians. They prove theorems about things.  They think about underlying mathematical structure algorithms, logic and so forth.  Whereas, we are more on the engineering side.  We build things, we build prototypes of large systems and evaluate them.  We are interested in the actual construction process of the computer system and so forth.  It is more an engineering discipline than something of a classical science.

AS[1]: Can I say one thing? So, this field, the peer-to-peer system is not just like the theoretical or experimental systems.  It has generated interest in theoretical people too.  So, you can find a lot of publications at top-notch theoretical conferences where people publish and people talk about theoretical aspects of how you should build a peer-to-peer systems that have these nice properties. And also in some technical conferences where people look at certain aspects of the peer-to-peer systems and they say these are the properties you should have or they basically compare whatever existing peer-to-peer systems there are and which of these systems have these nice properties…nice, optimal properties. So, I mean this has generated interest not only in our systems community, also in theoretical community.

 CK: One of the most fascinating things about reading (we can understand of) your papers and what I know from my own research is that there is lot of lingo in peer-to-peer world that straight out of the social sciences. I am thinking of words like trust, accountability, reputation, responsibility, bribery, collusion, incentives, community.  So I wonder if when you think about and use these terms, do you go to social science work, talk to other people about what these terms mean? How come they are so salient in peer-to-peer research?

PD: That’s actually interesting question. Actually I’ve never thought about it. But, actually most of the words you just mentioned have been in use in the security community long before peer-to-peer appeared on the horizon.

 CK: How does something like reputation or trust figure? Is it a situation where you sit down and say “I am interested in how trust works; how can I program that?” or is it something that falls out of experimenting with these systems?

PD:  Well its more like...  Trust is actually, the impact of trust on peer to peer systems… is primarily we don’t have it. 

 CK:  That’s what we say it in social science too. [Laughter].

PD:  The conventional distributed systems that were built  prior to [p2p] always assumed that there were preexisting trust relationships. Everybody knows I can trust this node or this entity to do X. And in this new world, you don’t have this. And in some sense, you realize it is actually an artificial concept  that we in these early distributed systems just assumed to exist, because it makes things easy.  But in real systems that model more closely real, human relationships, it doesn’t exist, at least not a priori.  So, yes, in this it’s actually kind of interesting because it’s simply symptomatic of what we deal with in our work everyday. We have to really rethink a lot of the concepts in distributed systems that actually existed a long time before. Because nothing seems to quite fit here, which makes it exciting of course.

 CK:   So, is the work on peer-to-peer systems, in some ways really dependent on what’s come before? On the particular ways the internet is built for instance, or the particular ways the distributed systems have been built in the past, or is it just assumptions about those things?

PD:  It is surprisingly different. It is really quite different. We’ve always assumed distributed systems to some extent in many fields of engineering (it is actually much broader than just computer science). But the way you built [these] systems is to construct the hierarchy where the things here depend on lower level things and there are clear well defined relationships between different entities.  Everything has a well-defined role and relies on certain other components to get it done and trust works along this hierarchy too.  And the hierarchy is constructed simply by the assumption of deciding to figure out the system. You map it out on a drawing board.  You hire a contractor who installs all the components and arranges them and configures them in this hierarchical structure.  Then it exists and you turn it on and it works. It doesn’t grow organically. It is designed.  It is artificially put together. It is constructed, whereas these peer-to-peer systems, there is no such predefined hierarchy, there are no well defined roles. In principle every entity has a completely symmetric role in the system. There are no prearranged trust relationships and that, of course, allows it to grow organically.  It allows you eventually to start a large system without putting anything into place, without putting a lot of money, putting things in place. And at the same time because of its lack of relationships, there is no point at which a governing body or an institution can exercise control. That’s, of course, what leads to these legal issues.

 CK: And then so because of that situation do you need to have a theory of how something grows? How it grows organically in order to do the design, the different ways in which it can grow? How do you do that?  How do you think about that?

PD: There are in fact mathematicians, who for a long time have studied systems - systems that are evolving in this nature that you have components that have a few simple well-defined properties and they study what happens when you put them together, let them interact. For instance, the stripes of a zebra. There is a certain set of proteins with very well defined limited functions that satisfy nonlinear equations that are very simple.  If you put them and let them interact, totally unexpectedly they tend to form these stripe patterns.  So, this is an example and here the nice thing is that people have actually been able to write down the equations exactly govern and how the set of symmetric entities forms the stripe pattern.  And we would love to be able do this kind of thing in peer-to-peer system and write down the formulas or the individual formula based on the individual entities we’ve created and be able to precisely predict what pattern will emerge.  We are far from that unfortunately. That’s where we would like to go, of course. And that's of course also how biological things work. What I mean is, there is a huge gap right now. And even though peer-to-peer have made a step towards this kind of work in terms of not relying on constructed hierarchies and prearranged relationships within components but our understanding of emergent properties of emerging systems. Systems whose properties emerge from well-defined small components that are very simple, is very, very limited.

One of the issues of understanding p2p systems in terms of these quasi-human characteristics is that it leads to speculation about costs, benefits, and definitions of human beneficence or maleficence that might determine how a system is designed...

PD:  In fact this is a very good example, because in classical computer systems one would simply have a way of identifying cheaters or malicious folks and then having a way of punishing the—you rely on the centralized authority that has a way of detecting cheaters and then punishing them. But fundamentally you can’t do this in a peer-to-peer system—there is no authority that can do this. So you have to design, you try to add simple properties to the individual entities such that a behavior emerges that actually puts people who cheat at a disadvantage, which occurs naturally, whenever they deviate from what they are supposed to be doing, they actually hurt themselves.  And this is an example of an emergent properties that we tried very hard to create but our understanding is very limited right now. A lot of this is has to do with trial and error with intuition right now and experimentation. We are far from being able to write down a few equations and say this is what is going to happen.

AP: What will be considered to be malicious behavior in peer-to-peer, just a concrete example?

PD: Well, for instance an entity that actually behaves with the goal of disrupting the system, like denying other people service or a particular form of malicious behavior which is usually called just "greediness."  It is to say:  I want to use the service but I refuse to contribute anything to the system.  So, I want to download content but I am not making anything available and I am not willing to make my computer available to help other people find content, I'm just completely greedy.

Collaborating with Hackers and the Worries about the Internet

Because most of the existing peer to peer systems (such as Gnutella, BitTorrent or Freenet) have actually been designed outside of academia, this has meant that Peter’s groups has of necessity tried to collaborate with people from corporations, open source projects, hackers, and other unconventional partners.  We asked how this collaboration was going.

PD:  It is actually been somewhat difficult. I can’t say that there has been a lot constructive collaboration and it is partly because these folks are a sort of special-breed of mostly self taught programmers or computer scientists,  who don’t really appreciate actually what we are trying to do, or further our fundamental understanding of how these things work.  They’re focused on making their systems work today without necessarily having the desire to understand fundamentally why it works or what it means for the future, how it extends.  I think they may be driven by this desire, which is to do something that has an impact in their world.  And so we have contacts and there are some interesting exchanges.  These folks, for instance, have data derived from the actual operation of large systems that we don’t have and we love to have those things because it helps us to design our systems better.  We also we think we have a lot of technology that we could give to them.  And there has been some success in them adopting things, but by and large, it hasn’t been as successful as one might think. The other thing is that all these large-scale systems that are out there today are really - I suspect - they are attractive to people attractive to these folks who put them up because they do something illegal at least by many peoples estimation are in the grey zone of the legal system.  There's a certain attraction of doing something, getting some content some value or free or doing something that is not approved by the legal system or society is certain part of the attraction.  I think what I am trying to say here is I am not altogether sure that these systems could actually hold up if they have to fend for themselves strictly on commercial terms.  If they have to compete with other systems on strictly commercial terms, I'm not sure they will work well enough at all, to have a following on audience.  [The content they deliver determines the technical structure of these projects] to a very large extent.  These systems are pretty much not good for much of anything else. Because for instance they don’t reliably tell you if something you are looking for exists in the system.  That doesn’t matter if you are not paying for something; you are not very upset if you are not getting what you looking for.  It’s a freebie… but if you actually paid for this service you rely on it for getting your work done or rely on something critical in your life, you wouldn’t be happy if they didn’t guarantee that something exists in the system and it doesn’t show up when you look for it.

AS[2]: In fact the tension between these two communities was obvious from several papers in the sense that their point is that they are "unstructured overlays" as we call it in peer-to-peer work.

 CK: Unstructured?

AS[2]: Overlays. Like when the research community advocates the research ideas and effort goes into actually building a well-researched [system], with good guarantees of a being a structured system.   There are papers, which have been published which say that “hey, we have this unstructured overlay” but on practical terms, like for some work loads, it does good enough and their papers would say that “it works in these environments” but you don’t actually get the guarantees when there are different types of work loads which might not be prevalent in some other scenarios.

 CK:  Are there places where your goals match with these two communities in terms of getting something done, or alternately of appearing complicit with them, where you wouldn’t want to be. Does it put you on a position of having to defend them, or to defend the work they do?

PD:  It hasn't been a problem. Mostly getting accused of creating technology that by many people’s estimation is only good to support these kinds of illegal activities. That’s mainly the  kind of flack we get. I don’t think there has been a close enough interaction that we are directly associated with it.  I think this will become an issue, if we were to actually distribute software based on our technology that was actually a file sharing system.  It would be an interesting legal situation. But we haven’t done this yet because it doesn’t fit particularly well in our research agenda. Again, we are interested in demonstrating that this technology is actually valuable and doing the things that require a lot more rigor, correctness, and robustness  than their systems can provide . So, I am not sure if it fits altogether in our research agenda to do this. But if it did, it would be an interesting question to what extent we would have problems with the funding agencies and with the university to associate ourselves with [them].

PD:  It is partly also interesting that these guys are very independent, in those few cases where they have picked up technology from our research community, they have used them in the form of re-implementing their own software using some ideas we had demonstrated,  rather than actually using the software that came out of a research project. So, that also sort of gives you a certain level of uplift of course, [but] in general they don’t give credit very well.  So it is actually not easy for the public to track where these ideas came from.

 CK:  They talk an awful lot about credit and reputation. I guess it is not surprising that they don’t do a very good job of crediting.

PD: I think it is partly because they are not aware, they don’t think like we do in terms of intellectual property. They don’t publish anything, they don’t write papers. You got to look at their software. In fact you can’t even get them to read papers [laughter].

AS[1]: And they don’t make the protocol public right. So, you don’t know from whom they got those ideas.

 CK:  They don’t make the protocol public, why not?

AS[1]:  Yeah. I mean in most of the cases … Kazaa and a bunch of protocols, which people just have the biggest ideas calling this and that.  I mean the details are not published.

PD: Kazaa is a little bit different. It is actually a commercial product. But yeah.

In addition to concerns about other peer to peer groups and the software they create, we asked about the importance of the internet and the companies that control, and to some extent determine what structure the internet has.  Since peer to peer projects rely on an interconnected computer network of some kind, we wanted to know how control decisions by companies like Cisco, Verizon, SBC or IBM might affect their work.

PD:   There are a couple of things. It is certainly true in terms of firewalls and NATS, which kind of introduced to the internet more and more and take advantage of the fact that  prior to peer-to-peer, the information flow is really mainly like in the traditional book publishing resources for a lot of people. It is very one-way and they take advantage of that. But there are ways of getting around these things, which makes life a little bit harder for us, but it doesn’t stop peer-to-peer. What is a little bit worrying is that increasingly ISPs are also designing their own networks under the assumption that information flows from a few servers at the center of the Internet down to the users not the other way around. ADSL and  cable modem all are strongly based on that assumption…And the more that technology is used the more this is a problem actually. It is actually a chicken-egg problem. These ISPs design these systems or created  these  systems in that fashion because in the web that’s how info flows, empirically speaking.  It goes from server to you.  There isn’t any large amount of information flow the other way because not everyone publishes things, they just consume.  It's just a producer-consumer relationship. In peer-to-peer systems everybody produces and so the question arises what will happen? Let’s assume that there is going to be more really interesting peer-to-peer applications that people want to use and if people just start using them is that going to create enough pressure for ISPs to then have to react to that and redesign the networks.  Or is the state of the art in the internet actually putting such a strain on these systems that they never really take off?  There are not enough bandwidth there. It is hard to say, but it is a concern.  The net was originally  really peer-to-peer nature, it was completely symmetric. There was no a priori bias against end users at the fringes of the network injecting data or injecting as much data as they consume. Only with the web having that structure, the network also evolved in this fashion and now we want to try to reverse this but it’s not clear what’s going to happen. Personally, I think if there is a strong enough peer-to-peer application, and there is strong enough motivation for people to use it, ISPs will have to react. It would fix the problem.

Another technological change that seems to affect the ability of a peer to peer technology taking full advantage of the internet is the "trusted computing" initiative.  Peter discussed this briefly. 

PD: There are few other technologies that are potentially a little bit more risky.  So there is this "trusted computing" initiative that basically tries on the positive side to handle all these security problems and viruses by letting a remote site assert that a  a remote computer is running a particular set of software.  In other words, with this technology I can assert through the network whether you are running a particular type of software or if it is corrupted or not before I even talk to you.  There's lots of wonderful benefits this can have, it would really help tremendously with security break-ins, viruses things like that… but it also allows basically an important site that provides value to the network like, say CNN.com or Google or something like that, a service that a lot of people want to use, it allows them to basically to exercise control. It allows them to require you to run a particular piece of software and nothing else. So that could reintroduce the centralized control that actually we don’t want in peer-to-peer.  That’s a little bit scarier. But it doesn’t really have to do with internet per se.

 CK: Where is that initiative coming from?

PD:  Well, it’s mainly through by industry right now, Microsoft, HP, IBM. There is some question whether they can pull it off technically, but if they can, it’s actually a little bit scary, in terms of some the negative things they want to do using it.  Apart from the fact that among more mundane lines it also gives companies like Microsoft a wonderful tool to force you to use its software.   If they were not under some sort legal strain to behave, they could use very well to force you to run Internet Explorer not Netscape for instance. It would be very easy to do that.

Peter talked briefly at this point about the issue of selling peer to peer as a security-friendly technology because of its power to decentralize control, and to eliminate single points of attack (similar to the somewhat apocryphal story of the origin of Paul Baran’s packet switching technology and ARPAnet being its geographic robustness against nuclear attacks).  We also talked briefly about the similarity to certain other kinds of networks, such as power grids (and though we didn’t discuss it directly, this relates to the recent resurgence of interest in social networks, graph theoretic understandings of randomly connected networks 

 Following this discussion we asked more specifically about the software they have created (called "Pastry") and how they use and distribute it.  

 CK: What about the distributing the software and using it, distributing it as open source or free software. Is that an issue now in computer science world at all or is that something that has become more of an issue?  Either for your peers in the computer science world or in terms of liability institutionally?

PD: I think one hand it's become expected in the field that one publishes a prototype. Our prototypes are the artifacts we create that, we measure them, we study and publish about them. It's become expected to make it be available so other people can verify your findings. So in that perspective it is pretty commonplace. We also think it is an enormously effective way of effecting technology transfer to the industry or to free software community.

 CK: And when do you make the decision to do that? Presumably, you keep it to yourself until you’ve done some research or published something? or do you make it public all along?

PD: We usually make it public along with first publication. First paper comes out, we try to make the prototype available. It’s usually not we are not nearly as protective of stuff as some people in the natural sciences are… about data sets for instance. They have a huge investment in those and they typically hold them under tabs for years until they milk every aspect of it.  I think we are more concerned with actually… it’s a kind of double edged sword…, if you keep things to yourself perhaps you can milk another paper out of it before somebody else does it.  But your credibility often suffers too, because people cannot independently verify it, whether what you found actually  holds water and you also actually deny yourself the opportunity of directly influencing other work.  So I think in our field generally, one comes on the side of being generous and making stuff available as soon as possible. So people can independently verify things. It is good for us that people are using our things and confirm our results, right. It helps our visibility. It is a good thing.

So, we work on something, we submit it, we make the stuff available, make it available on the web. So, our colleagues who work in the same area will know what we’re doing.

 CK: And what about patenting? Is that happening in this field?

PD: It’s happening routinely, of course, with those folks who work in the industry labs, which is a little bit almost perverse, because technology that is patented is basically useless. 

 CK: Right. Because you want everyone to use it…

PD: It’s almost destructive. I suspect that some of these companies actually may have, Microsoft probably you know is perhaps somehow deliberately doing this…you develop something, then you patent it, you take it out of the arena.

 CK: What about here locally? Does the technology transfer office pressure you to patent things or do you think doing it by yourself?

PD: They encourage us. Pressuring, no. We have done it a couple of times, its happened a small number of times. I personally think it’s not that interesting.  It’s not the thing that gets you tenure or position in the field, there's  potential financial reward if something actually gets licensed and the licensing gets used widely.  I think if most people in academia if they were driven primarily by monetary concerns, they wouldn’t be in academia.

Brief excursion into the inevitable gender question

One of the questions that has resurfaced regularly in this project is the question of gender.  CS has one of less impressive gender rations of the science and engineering fields, and the number of theories about why this is so is large, and generally not very convincing.  We spoke briefly with the students about why this was so.

EK:  What is the number of women in computer science? I feel like I am the only woman in this building. [Laughter]

PD:  It requires an explanation. [Laughter]

AS[3]:  I think this is a bad one. 10 % or so. 

PD:  It’s very low. It is very low.  All of us were in a large conference in our field [recently], 500 people and I think probably less than 10 % were women. It is a very, very interesting phenomenon because there is significantly more women in mathematics for instance, even in engineering, chemical engineering, electrical engineering, mechanical engineering than computer science.  It is very interesting a lot of people have thought about this and studied this for a long time. 

 CK: You guys have any theory? Any theories?

AS[1]: I’ve just observed that most of the girls are in the CAM group here.

 CK: Computer Aided Manufacturing?

AS[4]: In our particular subfield there's even less women than in computer science in general.

AS[2]: I think the reason is we end up spending a lot of time in our labs. Girls find that this is not a good way to socialize. [Laughter]

EK: What do you mean? [Laughter]

PD:  It is pretty well established that I guess in high schools computer science is strongly associated with hackers, nerds that sit at the computer all night and this is probably even, by some studies at least, is reinforced by high school counselor or high school science teacher and so forth you know that computer science is about hacking all night. I think this probably has something to do with that.

A Day in the life of a CS Laboratory

Our interview was conducted in a large open room filled with bean bags, white boards filled with scrawls, several workstations, maps of the internet, and a clear sense that at any time of day, you would likely find someone there.  We asked questions about the nature of this collaborative work in the peer to peer "laboratory".

AS[3]:  I think the day the time when the day of graduate student starts depends, I mean varies differently. Some people wake up early, some people wake up late. But whenever they come to lab, I think there are a couple of people in the lab already. You discuss with them and weekly we have group meetings. I mean progress meetings, the work we have done, the work we are supposed to do.  And then depending on the work to support you can basically differentiate the life of a graduate student in two parts, at least in computer science, whether it is a deadline time or not a deadline time. If it is a deadline time, we are always here. If it’s not deadline time, we are almost not here. You come, you work for sometime and then you go to home or go to bed, recreation center, gym whatever. That’s what I would say on our life.

AS[2]: So, I would make one more remark here so, in computer science although the things are a bit different I mean a lab is not a necessary compared to other sciences where most of the research happens in labs.  I mean the stuff that we are doing we could have done it sitting in different desktops in our own offices.  But this lab was built with the intention and it fully served that purpose, of joint you know, people communicate with each other much more, we discuss like if I am facing a problem with my program, I have a bug, it is much more convenient to talk to each other and you know it gives a healthy and speedy growth in the education process

PD:  I would say this is rather unusual what we have. Most labs of our colleagues, they are full of machines, in fact over there, is our other lab. It is full of machines.  Normally every graduate student has their office, they share with one or two officemates and all these guys do have their offices too.  But we created this specifically to overcome the problem of everybody is sitting on their desks not really involved in each other’s work. And I think that has somewhat helped to have this lab. This was a lot more interaction, people are a lot more aware what others are doing. Thereby learning more.

PD: Usually we have one weekly group meeting to  discuss what happened  and what needs to be done. There is many additional sort of just ad hoc meeting to discuss...  So, we are actually very fortunate to work with other groups and our funding is basic research oriented.  We have to jointly worry about our software distribution, which is a little bit of a chore, dealing with requests or bugs reports from outside people who use the software. But we are not on this schedule where we have to show every three month this demo to a funding agency or preliminary software under contract which is you know what happens in many many groups.  And from that perspective we are less rigorous in our management.  It is pretty much self organizing.

AS[4]:  Self organizing? [Laughter]

AS[3]: That’s peer-to-peer.

 CK:  All the components are defined equally. [Laughter]

PD: I am a little bit more equal, but....

 CK: The ultra-peer. 

Finally, as happens in these situations, we were asked the hard question.

AS[1]: What is the formal definition [of ethics]?

 CK: Well, there isn’t one really. This is one of the things about our attitude towards this project .  Philosophers disagree vigorously about what constitutes ethics. But there are number of traditions of thinking about what ethics are formally in philosophy. And some of those are more interesting than others to us. We care about politics. But we also think that one of the most important aspects of ethics is, that is part of practice, part of what people do in everyday.  So there is the idealization of ethics, it’s like what you should do and a lot of people are freaked out by ethics because its this notion that there is something you should do, if you do it right that then you would be ethical and then there are things you do everyday and the reason you decide to do one thing . We are interested in actually getting at that, of  people making those decisions. 

PD:  I think it is most prominent in our daily lives simply because ethics is  a large part of  the academic exchange. You are supposed to give credit to other people’s contributions, other people’s intellectual contributions.   That comes up in the group, who should be an author on the paper and so forth. What is the appropriate threshold?  We have to make these decisions all the time. When we have a project, there’s people directly working on it, there’s people giving feedback,  acting as a sounding board, what level do you say that warrants authorship? And different people have different takes on this. I tend to be very generous… there's is no harm in being inclusive. But then that sometimes leads to problem that sometimes – I’ve often been accused of being too inclusive… Then the primary authors of the work say why is there this rat-tail of authors on there when I have done most of the work?  So that’s an issue that we confront everyday and also fairly citing in other people’s work, fairly portraying other people’s work when we write out   sections in our papers. I think it’s really an important issue.  It is critical that these guys get a take on how it is done in practice as part of their graduate education.  In terms of our research actually I think it rarely ever really comes into play, but interestingly in peer-to-peer it actually does.  There is this potential concern that you are only working on something that is fundamentally just used by people who want to break the law.

 CK: Or the theoretical aspects of it, like making these decisions about what it means for someone to be misusing resources, and creating a system for punishing people for their behavior.  Isn’t this a model of ethics?

PD:  But this kind of ethics is sort of … It’s actually... one can precisely define it. In terms of utility function if you want to encourage behavior that maximize the common benefits, it’s more of an economics thing. I wouldn’t have thought this is ethics but I suppose one could...

 CK:  What would you think of it as? Would you think of it as politics? Fairness?

PD:  Just… economics…We try to turn it into an economics problem: setting up conditions that make in the intereste of everyone to do the right thing.

AS[1]: I mean other thing is I mean when you basically track someone as saying that he is unethical or he is misbehaving, probably what’s the reason why we don’t face so many problems is at least for the systems that we have now, it’s more of a continuous function. It’s not like you had a speed limit, you cross 70, and then ticket…it's not like that…it’s like, the more you abuse, like it’s continuous you know, it gracefully degrades.

PD: I suppose it’s that way in human societies, there is not a structural threshold. You could be greedy or selfish. The more you are acting that way the less friends you have.  There is not really structural error.

AS[1]: Yeah, there’s no structural error. That works as a feedback control, right when the person gets a change to correct his own behavior when he sees that.

 CK:  Right. Well, in some ways this is, in social science, the distinction between law and norms.  The law is based in the state or in the government… or it can be based at any level basically.  But it’s made explicit and it is like a speed limit. This is like what you can do what you can’t do. Whereas norms tend to be informally understood, the things that somehow through practice people engage and then understand how you do it. Nobody has ever told them to do it this way but either by watching other people or by figuring it out themselves they do it. So, social science is sort of more generally interested in the distinction between those two things.  What makes the technical things so interesting is that they all have to be explicitly defined,  whether they are laws or norms they are still technical.  I find that quite fascinating actually.



