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CK: I suppose there are lots of different places we could start.  One of the…uh…discussion, sort of discussion points that came up…um…and I should say, actually, as we do this that, I may occosionallly stop and focus on this, in order to figure out what the question says, so don’t feel like you have to speak, but these guys might jump in too, um, because I might need to read…um…through some of these…um… I’m gonna start with the us vs., the sort of “Us vs. Them” questions, so, um.  One of the things we noticed in the last discussion we had, was that there were a variety of different “thems” when we were talking, like people who you said “we’re not like them,” I mean, in some cases it was the open source developers who may not give credit or publish their results, in other cases it was the um, theoretical computer scientists…

PD: Right right…

CK: [who were not doing] experimental computer science, or who you imply do an old kind of, or a, a conventional form of computer [science]

PD: [of distributed systems, yeah, yeah]

CK: And then there were also the people who were the abusers of the network, right, that’s sort of another category that people who are either not providing content or resources, and uh.  One of the issues that came up, and Tish ha actually experienced this directly, um, was what exactly it means for these “bad users,” what are they? And how do you characterize them?  You want to tell that story about um…

TS: Sure. Um, I study a collaborative video project of a network of video activists around the world and they’ve been using, and most recently, they’ve been using BitTorrent to, with a particular kind of codec to exchange videos around the world that people are then able to re-edit and stuff, and its sort of a new breakthrough.  Um, so I was writing a paper on how they were doing it and I wanted to, um, install and run BitTorrent on my own computer in my office in Sewall. So somehow I’m kind of a red flag for our department IT guy, he likes to have a big handle on everything I’m doing, so I like to alert him, you know, to make him feel in the loop, so I talked to him about putting it on, um, and using it, and he said: Well, Rice’s policy is that it’s okay that you have this on your computer, but what I want you do is connect to the network, pull down the video you wanna see, and disconnect from the network immediately, you may not, you’re not allowed to leave this running and leave it open and so, it’s just curious to me that the work that you’re doing is supported by Rice, but then what Rice is doing in policy is making me a bad user of the network, cause I’m not providing resources back to the network,

PD: Right Right

CK: [we’re] interested about that “them” issue, cause in that case, Tish is a bad apple by one definition, a bad apple by a different definition as far as IS is concerned.

PD: Right Right Right.  Well this is really an interesting question because in many ways what we’re trying to do, runs counter to the established set of, certainly the business models, right that sort of govern IT technology today, but also to the sort of conventions that make IT administrators, you know, people like the one you’re dealing with, comfortable.  They like to have control over things and they like their users to be, um, passive in the sense of consuming information, downloading stuff, but not be active in the sense of publishing information.  Because that makes them, well, makes Rice potentially legally vulnerable to, you know, suits related to intellectual property of what you contribute, what you’re downloading there, it might consume too much network resources that cause problems for Rice members, you know, if you’re consuming to much.  I suspect those are the main two things.  And the third, perhaps is you  know, whenever you have, um, something, a server running on a computer that can be contacted by outsiders, um, you know that’s potentially a crack, open door for security attacks, so that’s perhaps a certain…these are all legitimate concerns, but you know, in the previous, sort of under the conventional distributed systems where you have a strict separation of consumers of information and providers of information, it was okay to impose these kinds of constraints and rules of engagement, cause it made everybody feel more comfortable, because you were on the safe side legally and in terms of your network consumption, in terms of computer security.  But now you know, we are trying to move away from this, and makes everybody feel sort of uncomfortable.
CK: The network resources part is particularly interesting, because it seems to me that the definition of the bad apple in peer to peer networks are precisely those people who aren’t sharing, right?  Because their the ones who aren’t providing, who are only downloading and not uploading, whereas for the Rice IT department, it’s the people who are using lots of resources who are…are those compatible? Or is this, I mean how do you differentiate those two in the context of computer science research?  I mean cause one of them seems to be almost institutional as opposed to technical…

PD: Right, right.  So, I mean a lot of it has to do with control, right, it makes, it’s not so much that there’s, at least I’m not convinced that there is a legitimate concern that if people like you started to offer information via BitTorrent, that that would consume, uh, a significant fraction of the available network bandwidths, to other Rice members.  But it’s sort of a deviation from the current system where people…where everybody feels like they have a handle on what the network consumption is…they all feel like, well there are so many people on the Rice campus, they can at most be surfing the web, you know, so many hours a day, and they…in doing that they can at most, you know, generate so much bandwidth because, you know, otherwise, you just can’t consume more, because it’s a manual process, right, there’s sort of a user, a human at the end of this information flow.  Whereas, if you are providing information where there is no way of telling how many people outside might be connecting to your BitTorrent client and downloading stuff, it just makes people uncomfortable. 

CK: Um, but wouldn’t the same argument go, like if you wanted to try and convince them, wouldn’t the same argument go to say: if everybody who was online was actually providing these resources, like providing a bit of bandwidth and a bit of storage space or whatnot, that wouldn’t it just be a question of changing their model of what it means…it sounds like the way their modeling is to just saying, this discrete one like everybody has so much X, is how much you get.  And you’re actually theoretically saying, we can do it a different way.  But do you think you’d be able to convince them of that?

PD: Potentially, potentially, but it really has to do with feeling comfortable, I think, to a certain degree, it’s, it’s, you can try to convince them of, of um…accepting a different way of managing their resources that runs counter to the way  that things have been done before.
CK: Do you feel any responsibility for that as an expert in computer science? I mean, any responsibility to advise the IT staff or management here, at all?

PD: Well I think it’s more than a responsibility,  I think we actually have to do it to get our ideas accepted and put to use…

CK: Start local, as it were…

PD: Right Right, exactly.  And we’re in this process right now, we have this serverless email system that we, you know, we’ve been using within the group for some time now, and we try to expand our user base. That means we have to face that issue, of first convincing our local IT administrators to do this, and we hope to sort of build up from that. 

CK: Serverless email?  That sounds excellent [laughter].  Let me know when I can be part of it. Actually that raises a sort of related question, which is a little bit of a mechanical one, which is that we were wondering about pastry as your platform for testing these things, and, um, who exactly, is using these things, and what do you put put on them, and how many people?  Cause, from the outside, it’s a little bit mysterious.  Like, it could be any size, or any function, can you describe it a little bit?

PD: You mean Pastry specifically?

CK: Pastry specifically, or any of the other projects that you…

PD: There’s no real service being provided, as far as I know right now, based on Pastry, though I really don’t know because I know for a fact that there’s a number of companies in the peer to peer space, sort of, playing with Pastry, and occasionally we get a question from one of these, but they are not telling us what they really do with this, but as far as I know, I am not aware of any real service that’s provided that uses pastry, that has real users that are not part of some research community…

CK: OK

PD: Um, there are about, I don’t know, it’s hard to estimate, but probably between 50 and 100 sites who, who use Pastry either to do their own research or companies that evaluate technology, to varying degrees.  I know of one in New York, who apparently seriously are thinking about integrating it in one of their products.  But, um, there’s no deployed service right now, it’s really at a stage where people are evaluating the technology.

CK: And in terms of the kind of questions you ask using Pastry, you don’t need to have lots of actual users using it in order to ask those questions?

PD:  Actually we do.  We’d love to have a large deployed user base, because that would allow us to actually derive data [and you know]
CK: [uh huh]

PD: Many of those questions that we just merely speculate right now.  [So…..]

CK: [So what kind of questions] do you ask with it now?

PD: Um… well

CK: In the absence of that data…

PD: We ask, we can ask questions of how do you make this secure,  how, in, to some extent how scalable it, is this we can sort of touch on these questions via simulation…

CK:  Uh huh, right.

PD: We can sort of simulate a very large Pastry installation with 100,000 or 500,000 nodes and see if it still works.  What’s a lot more difficult is to say, let’s see now how it performs, um, with an assumed one million users when you don’t know exactly, you don’t have a good model of the workload that will be generated by that many users using an application based on Pastry.  Or if you don’t know how, or what fraction of the user would be free-loaders, right that are trying to get service without contributing resources, that just, you have to sort of, you have to work with purely synthetic models and you really don’t have any good grounding in how this would look in practice.

CK: Right.

PD: We’d love to have that, you know, but the thing is, uh, trying to push Pastry, or doing our own, um—we’ve been thinking about this a lot—you know what would it take to get a large user base, but you have to, on the one hand, you sort of have to provide, obviously the support to make this available and usable to a large community of naïve users, which is one side; the other thing is that you would have find an application that’s attractive enough, [to attract].
CK: Yeah, to [attract that many people]

PD: Right and then of course the obvious thing is you get into file-sharing, but then you get into these legal issues and then you’d really get phone calls from Rice Lawyers [laughter].

CK: Certainly, you would, I’m sure.  But, I mean, I think for us it’s actually kind of interesting to ask question about, even the simulations, because in a perfect world you would have all of these users, and you would let them be, basically humans, and do what humans do, and you could just let it run.  Um, but in the simulation case you have to make certain assumptions about what human nature is like, about whether they’re going to manipulate…be bad, basically, be bad apples or manipulate the system… do you actually have discussions about that kind of thing, like what you’ll imagine users to be like? 

PD: Typically we don’t, because part of the reason is that, even if we cooked up some sort of a hypothesis about what we think is reasonable behavior, you would never get it past the reviewers, right.  If you try to publish it.

CK: Uh-huh, why not?

PD: So… because it’s just, you know, people would say oh, where’s the data for that?

CK: Oh, I see.

PD: So what we typically do is [to address this is]

CK: Well, it’s the economists that don’t have that problem [laughter].  Interesting that you’re reviewers would shoot it don’t without data.

PD: What we typically do instead is we evaluate the system or simulate it over an entire range of parameters, say, this is how the system would perform…this is how the system performs over a range of some parameter—such a fraction of freeloaders…and then we don’t have to commit to a particular model or assumption of how many freeloaders there are.  But of course, you can only push that so far as well, because there are only so many parameters you can vary and still fit the data into a paper, or even simulate it…it’s very crude.  Another thing that we regularly do is that we simply pull data from another system like the world wide web, so if you, um, under some more or less credible assumptions, you could argue that, um… if you for instance had a peer to peer cooperative web-caching system, then its okay to take web-traces, which are available on the internet, so you  know traces of actual activity from web users, and play it against a simulated system that uses internally a peer to peer content delivery system.  Um, there’s a question, obviously, is this really valid? Because would the data in a peer to peer system look like web data looks like, of course it doesn’t, if you look at the BitTorrent, the stuff is completely different that what we find on the web, it’s much larger because it’s primarily music or video, and not so much text pages.  But still, you know, its one data point.
CK: You kind of have to start somewhere, I assume, so you’re kind of on the lookout for data like this?

PD: Right, Right.

CK: Does it strike you as odd that, um, I mean if you actually did manage to have an experiment where you had 100,000 or 500,000 users of Pastry, would it still be called an experiment in that sense?  It strikes me as odd that you would have actually produced a situation in which real people use it for real uses and yet for your purposes it would be an experiment.  Does that strike you as odd at all?

PD: Well I think it’s, it doesn’t really, although I am convinced the thing would take on its own life, right and quickly become much more than an experiment.
CK: Right.

PD: So there is a case, actually, one of our uh….competitors, if you will, or fellow researchers, who are working on a similar protocol, have actually gone this route and have built, with the help of some open software folks, are putting together a music sharing system.  So they are running it based on their protocol; well they are a little bit craftier, they call the protocol a little bit different, they pretend like they are not part of this,

CK: Ahhhh…

PD:  But [then this]

CK: [But there is some sort of agreement] that they’ll get the data from it or something?

PD: Right right. So the uh, the system came into existence, you know, through this kind of thinking.   

TS: What system is that?

PD: I’m trying to remember what it is called. I was just thinking about the same thing. I can tell you. But I can’t remember it off the top of my head. But it is a … I think it is actually a system has about 40-50 thousand users by now. Now what I don’t know is how successful they have been in actually getting all the data because obviously there is privacy concerns.

CK: Including and not just privacy concerns but kind of ethical one is, I mean this is the university group presumably getting this data?

PD: It is a university group. Yeah.

CK: And if there … if I mean … it can be totally legal but it can still be unethical, to do that kind of thing.

PD: Of course, of course. Sure.

CK: You guys have thoughts about this?

PD: No, yeah, yeah, I mean I … we haven’t gone this route so I can’t really say but this is certainly something I would be thinking about too.

CK: Yeah. I mean … I just … I think it is great if you can have a field, you know a discipline where you can create something like that and then call it you know an experiment but it also seems to be a little bit odd. It relates a little bit…we have a variety of questions which—we did an interview with Moshe party as part of the same project—and so lots of interesting contrasts arose actually from the kind of research you do and the kind of research {Moshe does}.  The most obvious one is this distinction between experimental and theoretical, right? But, his way of narrating it is to say, um, the distinction is between sciences of the artificial and natural sciences. Do you see it that way as well?   I mean he says: we create computers and so therefore the science we are doing is the science of the artificial.

PD: Yeah, I see this way, although there is sort of another distinction with the theoretical work, right, I mean Moshe in some sense uses a completely different method to evaluate things that is not based on experiment.  But, certainly yeah, this is something that I am keenly aware of.  I mean there are sort of fundamental differences in the way science is done in the natural sciences and the way we do it.  Many of the natural scientists probably would say well what we are doing is not real science anyway.  Because we create something and then study it.

CK: Right, right. Then you would be in a good camp with us. [Laughter…]  Or maybe not, maybe precisely the opposite.  But you know, we actually we discuss this, you know,  in terms of the natural sciences like, if you think about biology it is actually doing the same thing these days. I mean, they are creating their own organisms and studying them. Right? You create a plasmid and you study that. Right? And so, it is not that far in the sense that there is something about this distinction that seems a little bit peculiar.
PD: Right, right right.

CK:  What kind of discussions people have in, you know terms of.. maybe at the level of peer review or in publishing papers in journals or what not, about when something is scientific and when it isn’t.  How do people make that distinction?

PD: Frankly enough, you rarely run into this sort of discussion as part of  a peer review process because the peers really are part of the same community.  So, there’s generally a basic understanding of what is computer science and whether or not it’s a science or not. You know … and you rarely actually you find that topic even discussed among computer scientists.  It is usually a discussion you find yourself in when you are meeting with colleagues from, you know other colleagues from the school of sciences or like in the promotion and tenure committee,  or something like that, where you are trying to explain to them why this particular assistant professor should get tenure.

CK: Uh huh. Sure.

PD: And the person from physics says{…}

CK: says that’s not science.

PD: Says what’s science here?

CK: Yeah, yeah. I can see how that would {mumble, mumble}.

PD: But then … then everyday scientific exchange or intellectual exchange it doesn’t arise that often really.

CK: Right… Another one of the issues that kind of, um,  we talked about with respect to talking to Moshe is that Moshe talked at length about—I think we on the subject of complexity basically, he said, the only way (for formal verification, obviously he’s interested in how you do that), the only way you can get complexity is by having hierarchy. You actually have to have some sort of hierarchy within which tasks of delegated all the way down to lowest level; you can’t get complexity without it.  And that seems to be and I don’t know whether or not it is in conflict with your assertions, your kind of biological and social metaphors about spontaneous organization or the lack of hierarchy. Do you see that as necessarily a conflict?

PD: No, actually not because I think there are hierarchies in our systems too, but it is just that more conceptual.

CK: Can you explain them? How they work?

PD: So, for instance you know in many of these peer-to-peer overlay networks the reason that they perform well, the reason you can find things reliably in them is, because they conform to a very specific graph structure, which has a hierarchical embedding.  It is just that you … that the role a node plays within this hierarchy is not a priori fixed. It is not … it is not … it is dynamically decided on.  So a node can appear somewhere and say where is the best place in that hierarchy that I can fit in and what role and what task can I play at this moment.  And as the network changes, you know that role can change. Whereas in sort of the more classical distributed systems, it was a much more literal hierarchy that was embedded in the way, you know, you would sort of basically put up a machine somewhere in a room and the fact it was in this room on the Rice campus  and in Houston basically already determined, you know, what role it would play in that overall hierarchy. This is much more rigid; the hierarchy is really embodied in the system as it physically exists.

CK: Sure, sure. So, the predetermined hierarchy, the kind of, the thing that you … the graph structure you are mentioning, is that the same as a protocol in that sense or are those different?

PD: No. A protocol would be a … if you will, a recipe that allows nodes to organize themselves in a way that conforms to the particular graph structure or hierarchy. 

CK: OK.

PD: So, really sort of that the structure is, is in some sense an invariant, that you are trying to maintain in the system.  And the protocol is a recipe that allows you actually to maintain it [in some form]

CK: [So, it is a] kind of like an expression of that graph structure or something.

PD: Right, right.

CK: I see.

PD: In some sense, if you think about—I’m waliking on thin ice her of course it is not my area—but  I mean, the social structure within an ant hill has a particular structure that serves a purpose of survival of species and so forth, or survival of the hive or whatever it is called.  And the protocol would essentially be the instinctive programming over each individual ant, you know, the way it acts, um, that would play one role in, towards maintaining that hierarchy towards furthering that overall structure. So, that is certainly self organizing and very decentralized but underlying it is a particular social organization that exists over time. 

CK: And has a … I mean … at least a structure if not a goal, or a […]

PD: Right, right.

TS: But, what about the role of the programmer or the programming team who writes the protocols to allow certain kinds of actions that happen. What about their role in hierarchy or nonhierarchy, it seems like obviously, you kind of get it decide what the options for nodes organizing themselves areS?

PD: Well, that’s … I mean … that is a sort of very different type of hierarchy in which would  decide or determine how a project comes into existence and whose ideas get actually reflected In the final system, or which direction a team takes.  But that is quite separate and orthogonal of a hierarchy in … in a how the actual software, how the system organizes itself once it is deployed.
TS: But, say it like, say you deployed version one and you find that users are able to do something like you don’t really like; there is a, you know higher percentage of bad apples than you want, so you rewrite some protocol release version two—like doesn’t that sort of give you a whole lot of more control over the system and the users in terms of how it can organize something what they can do.

PD: You could although our understanding in so ideally you would like to do this, right. You would like to be able envision any sort of overall structure you want and then be able to turn the crank and come up with this recipe like that individual nodes or individual ants have to follow to make that overall organization to happen. But our ability actually to take that step from a … well actually, there is two steps involved, right? There is a step from what sort of ultimately is the goal you want to achieve, what’s the behavior of the system or what sort of the steady state of a system do you want to achieve. And from that you have to take a step towards this structure that the system has to adopt, right to … that will actually drive you always towards that goal. And from that then you do have to derive this recipe for the individual participants. And our ability to take these two steps, you know given an arbitrary starting point is very limited in our understanding of how to do this making, methodically also.  So, it is usually the other way around, you play with small steps with the recipes.  Occasionally, we see “oh if do this, then ha! you know that structure emerges” and now let’s see if that structure is actually good for something. And if we’re are lucky [it’s…]
CK: [So, it is a little bit reverse] from what you just described.

PD: Right, right. But then making …making marginal changes, like we have a structure that does something but it is quite what we want; to go back and say how we do have to change that small recipe, you know the individual recipe to make that in a controlled manner that change is extremely difficult.

CK: I see which is, and it’s presumably much easier in a case where it is top down hierarchy because it was the issue of the command from the top and it permeates down.

PD: Exactly, exactly. 

TS: Are there … are there like social ways versus programmings ways that you can train users like in to use the system in ways that produces the effect that you are looking for?  Like giving out FAQs or, like how do you teach people to be good users of the system? How are they supposed to learn those manners?  Like how am I supposed to know, it is not really polite to me to shut off my computer? How do you find that stuff out? 

PD: I mean, this is sort of yet another … another layer to this. You know, it’s sort of introducing human behavior into this and it is something that we are just starting to think about it in terms of these incentive mechanisms.  So, the general thinking there is that it is probably pointless to try to come up with a recipe for human users and assume that they would be motivated to follow that recipe.  Instead, the thinking is that you need to provide incentives such that everybody just, you know, in acting selfishly is gonna do the right thing.  So, you know, you try to play with this sort of Nash equilibrium idea.  If everybody, you know acts in their advantage, if you somehow figure out that “leaving your computer on” gives you access to much more content or makes downloading things much faster, then you will do it and we don’t even have to tell you.  And that is what people are currently trying to do. It is a setup that the system is at your way that everybody just acts in their own interest, then they will also maximize the common good. So, if we can setup things such a way that automatically no matter what you are trying to do, by leaving on your computer twenty four hours a day, the service you are getting is much better than… we think that is the way to go. Then people will actually do it. 

CK: As opposed to (sorry to reiterate) as opposed to trying to give them a set of rules for how they should behave and, or how a piece of software should be used or something.  

PD: Right, right

CK: So, I guess that … I guess that is like the example of trusting computing or something, that the opposite answer would be to introduce a system which actually did control all of those ways in which software was used?

PD: Right, right. Exactly, exactly. And of course there are weak forms of what you are saying, so for instance many of these Kazaa clients that you find on the market now, they  … when you shut them down, they appear to be shutting down so the window disappears but they actually install themselves in the background.  So, again this is an ethical issue of this is really entirely kosher to do something in the background that the user doesn’t realize, but of course, it’s an effective way of increasing them…the fraction of people actually are online now.

CK: And human self interest hardly matters at that point.

PD: Exactly.

CK: Except the human self interest that Kazaa programmers.
PD:  It can easily backfire of course … it gets widely publicized that that client does this, people may just stop using it.

TS: Yeah, sure, like for example, me, if it did that on my computer and I knew about it, I’d get rid of it.  But that’s just because I’m paranoid [laughter].  Is there an opposite version of what you are talking about in … in, not the incentive version but like the punishment system like is there anyway to punish a bad user on the system?

PD: So, we … we have been thinking along those lines. The difficulty is you have to have a stick in the hand.  So if you are talking about storage systems where people are, the idea is {…} this peer-to-peer system and everybody can backup their disks by injecting backup copies of your local disk into the network. Then, a conceivable punishment would be to threaten you to delete all your backups.  It seems to work okay although in the question there is as well as, you know a user could play with the expectations and well if I am inserting this thing n times into different systems, what are the chances of being caught doing what I am doing and what are the chances of being caught around the same time as losing all my copies.  It is not as clearly entirely effective, but there is something like BitTorrent where actually you are just instantaneously using a service, like you are downloading something, and once you are done with it, you couldn’t care less, you are done. It is very difficult to punish someone. You could punish, so a general theme in these untested systems is also what’s called reputation-based systems. So, the punishment could be attached to your identity.  So, if we could somehow reliably track your identity and sort of blacklist you… that would be a conceivable punishment. But, the difficulty is that … to fix your identity would have to have some sort of global central organization that attaches to you a label that you cannot change. And that is very difficult. So you’d have to have some sort of a network social security number that 

CK: Right…

PD:  That you couldn’t simply change.

CK: And then you just reintroduce centralized governance. Right?  [laughing]

PD: Exactly, and you’re reintroducing a whole loss of anonymity and privacy problems, and it’s just a nightmare. 

CK: Yeah, that’s really tricky. 

TS: What about using something like keys, where, you know, over time they build up reputation and if you have to revoke them, then you would have to start over without any kind of …

PD: There are many systems that try to do this. In fact, um…some of the practical systems that are out there today now, they, when you first join, you get a very low degree of service.  And only as you are proven to be a good citizen, you have your client on a lot of time and you are providing good content that is of interest to others, you get access to more services. But the difficulty is, all of these are vulnerable to this – we call it – civil attack. If you work with multiple identities, and you change periodically identities, then all of these things are basically ineffective.  The reputation-based system is a little bit better than the others, because there, you know, there is a cost for assuming a new identity. You have to build up a new reputation anew. But the ones based on punishment are very ineffective. You are just acting badly, and as soon as you get caught, you just appear under a different pseudonym. 

CK: Right. You guys should read some Oliver Wendell Holmes. His theory of law sounds very similar to what you guys think about this actually. It always strikes me the way you guys talk about this stuff, how many examples there are from social science and economics that are dealing with the same problems, which is not surprising. Generally speaking, it’s a class of problems, its collective actions or public goods problems, right, and there are millions of different solutions to them that have been proposed over the years. And usually it has to do with implementing law. Right? Like one of the reasons people worry about collective action problems in law so much, is not because it’s a theoretically interesting problem, but because they have to figure out what laws, what coercive laws to get Congress to pass in order to solve a certain kind of problem. So it’s in some ways completely parallel to the kinds of work that you are doing. That’s why I find that experimental question interesting.  It’s doing the same thing as the lawyers are doing. Right? You’re making this thing real in order to have it be something you can actually…some lawyers want to do because they want to study it, most of them do it because they have some idea of justice or something else they are trying to work on…

PD: Interesting.

CK: Umm.. On that subject of metaphors and analogies, we noticed that there are many biological and organic ones to the kind of … like the ant hill one you just used, for instance. Is there any particular reason why you are sort of drawn to those models of emergence and…

PD: Because I think they are probably the closest to the real world existing example for the kinds of system we are interested in that exists. Um. They are truly decentralized self-organizing systems.  Interestingly, there are very few examples of man-made systems that adopt that sort of strategy.  Right?  And it seems to be, interestingly, not a natural way of thinking about design, or synthesis for humans.  You know, you generally think in terms of top-down, right? This is what I want, and how do I lay out something that conforms to this, as opposed to starting from the bottom. You know. How do I craft bricks that if I put them together, gives me a nice house. You always tend to think top-down, when it comes to synthesis. 

CK: Yeah. That makes sense. 

TS: There are some social science researchers who study decentralized organizations organized into modes and stuff, and this is probably a very unpopular example that I can come up with ones that I like a lot better. But the popular one right now is “terrorist cells” and that this is very effective organizational structure because it’s… because, like, specifically because it is going against a hierarchy and there is no way to just cut off the head of it, you have all this network all over the world and stuff.  So there are like social structures that resemble this and a lot of people are working on this…So, ant hill, you think, is the best one?

PD: I don’t know. I haven’t really thought about this enough …You’re right. There might very well be human organizations that are providing just as good examples.

TS: I thought ant hill was more interesting…

PD: There’s many grassroots organizations that are organized in a similar fashion. They spring up in different things, and are loosely coordinated. And interestingly, they are not because they want to defend themselves against some legal threat, although that could be a reason, too. But usually because there is not the financial backing for some sort of organized approach, at least not initially, right, but maybe later on. Yeah, I have to admit, we haven’t thought a great deal about, um, examples that could guide us in these systems. 

CK: Right. The very purest models of free market economies are the ones that people would probably be most likely to seize on, I suppose, here.  Because there, in its purist form, self-interested individuals maximizing their utility independent of each other, and independent of the desires of each other, and out of that you get self-organizing systems of production, basically, right?  The sad fact, unfortunately, is that that exists nowhere in reality.  It was in the original sort of theorization of it by Adam Smith, a way of harnessing human passion, basically. And saying, if you put yourself to work hard, right, and submitted these passionate evil desires to good hard work. And if everyone did that, then we would have this great thing, capitalism.  In reality, actually, it requires a lot of work to get markets to function anywhere near like those perfect markets. But the theory is the same. Right?  And so, again, what’s interesting for me, is the potential experimental cases, where you’re really dealing with real cases, like actually dealing with real humans – is in many ways makes it so interesting. There’s very little in experimental economics, there’s a little bit but… 

PD: These systems tend to in the end depend on what I would call centralized infrastructure.

CK: Uh-huh.

 PD: …banks, and stock exchanges, and courts, without which these markets probably wouldn’t function. 

CK: That’s right, exactly. There is no example of a free market in that sense. There is no free market that doesn’t have, um, banks is really good example: institutions to guarantee money. You know you gotta have money to have markets and somebody’s gotta guarantee money, so there has to be sov… so you have to have governments, you know, like…the sort of purely institution-free model of a free market society is impossible.

PD: So this may be bad news for us. We’re also not sure that we can build a system that is meaningful and does something interesting…

CK: Yeah.

PD: …without coming back to this identity thing. Right?  Nobody has figured out how to do something, to build a system that really has strong properties.

CK: Uh-huh. But maybe, I mean is there something interesting about the research that you are doing that suggests that there are interesting properties that smaller scales, rather than this test of, whether it’s scalable or whether it’s really’s got interesting properties, when everybody uses it? Like, are there interesting things that occur when a thousand people use it? Or that might not be the same as top-down hierarchy that might be better?

PD: Sure. One aspect of this work is that we hope that some of these mechanisms that we try to push to these large scales in these open environments, where you don’t have any control, that they would carry over into much more controlled environments. Say, a network within a central organization…  

CK: Sure.

PD: …And that these properties would still be useful, for instance, to make it more robust.  So forget all the aspects of centralized infrastructure.  If you just… it may still be administered in a conventional sense. Right? A single organization oversees them…

CK: Right.

PD: But if, in the event of a failure they are more robust because they are decentralized in their embodiment – that’s an advantage.

CK: Or, I can imagine that, you know, picking a particular problem, and to try to solve, for instance, private information.  So, I’ve been thinking about identity theft, and um, the way people talk about identity theft.  And there’s a company called Vontu which basically the service they provide is to police your organization, which is to say, you give them the data you consider sensitive. They use that as a database, and then they police the borders of your organization.  And whenever anything that goes in or out, they send up red flags, right, if it matches that.  And so I can imagine, if that were the problem you wanted to solve, and your limit were one thousand, two thousand people, in an organization, maybe there is a way in which distributed systems might be more secure with respect to private information. You know. I don’t know, whether that is something is of a valuable thing to think about in this field. Right?

PD: So this is an argument that we oft having within computer science, as well. Where there are people who say: what you’re doing there is more or less crazy, because if I want a high assurance system, I’m glad to accept the fact that I have to have an expensive centralized organization and expensive, highly qualified staff that needs to run it, because—at least then—I have control. I know where to go when there are problems. I have someone to blame if something goes wrong. Whereas what you are doing there gives me no handle on this. Of course, the counterargument is, that we’re trying to make, perhaps, if you have such a flexible, decentralized self-organizing system, you won’t have these problems. And you won’t need to blame anyone. But, you know, it’s a long shot. 

CK: Yeah, that’s interesting. Because it would require actually a response from, it would require people to think differently about risk and blame to some extent, when something goes wrong. Right?

PD: This is another… this brings us to the beginning of this discussion. People feel comfortable right now with these, with having hierarchies, with having control, exerted at some point, then you know exactly who to blame. And they are uncomfortable the minute they feel like they’re losing control over some aspect of the system. And if it’s just, you know, having some daemons there  that provide data to outsiders…

TS: Um… It seems really interesting that the kind of software that you’re building would force a social change.  Like, that you would have to think differently about risk and blame and hierarchies.  And it’s interesting too, that you’re not thinking about having a way to train people socially into this change.  Like I asked, if there is a social way of training  people, like there are incentives and punishment, but you’re not creating text on like how to be a good user or anything like that, or how it works… [it’s just sort of install it, try it, see how it works…]
[PD: No, uh…]. 

PD: I suspect now that as you say it, I probably have a somewhat cynical view on that. I suppose we really think in terms of relying or appealing to the good will of people. Although I could be, now that you say it, in many, in fact, you know, the very way these systems currently function is that they’re… that most of the users are actually idealists, who use the system because they are interested in technology or interested in sharing information, and they believe in it.  Because you could actually…these systems are currently not very secure.  By manipulating the software, you could fairly easily cause the whole system to shut down, just by manipulating your own client.  Or by injecting, misleading with bad content, like the music industry is actually actively doing...
TS: Really? I haven’t heard about that. What are they…

CK: Yeah, they’ve done a variety of things. But one of which they try to put in fake information, information that’s got the same name as a song, but actually consists of ..and the most famous case Madonna singing: what the fuck are you doing?

TS: Oh yeah. Exactly…

CK: The other case being putting in deliberately malicious things, I presume. 

TS: That hurt your hard-drive or data on your hard-drive? 

CK: I don’t know. 

PD: That I haven’t heard, but it’s typically annoying stuff …

TS: Rumors…

CK: It’s just rumors mostly. There are some cases where they deliberately have said that we’re putting in these things. But I think the rest of it is rumors…

TS: That would lead them into data loss lawsuits? 

CK: They wouldn’t do it anyways. They would hire some relatively irreputable firm, some firm of ill-repute, to do it on their behalf… (laughter).

TS: Well, I think, this brings up a big issue of trust. How do you as a provider of Pastry convince users that the software is secure? That by leaving their computer open all the time is not leaving it vulnerable to hacks or anything like that. How do you …is it because you’re at a reputable institution or what mechanisms could you use to establish validity and trust.

PD:  So I have to emphasize again that we’re actually … we’re not providing anything to end-users right now. In fact, what we’re packaging, what we’re distributing is not something you can pick up and use for any particular purpose right now. It’s …you have to be a computer scientist to know what to do with it. You’d have to use it to build a real application that will be useful to the average user. In one sense, we’re kind of one layer isolated from an end-user. Our consumers, if you will, are computer scientists or developers in industry or perhaps open-software developers. So, in that sense, it’s for us a different problem.  For us to convince these folks that this is secure, we basically open up the source code, we open up all our sources, and we provide justification in the form of mathematical proofs or other studies to try to convince them that this is secure. This is of course a way to convince technical people. Right? The next level problem of say somebody buys our story and thinks it’s secure and then builds a product and tries to sell it or download it and make it available for free to an end user community, it would be a totally different one. Right? You’d have to…

PD: And  obviously make of them the using of convincing people that is secure by basically providing all the gory technical details that is not gonna work for an internet user.

TS: This explains why we couldn’t understand what pastry did. [Laughter] We were all like, What does Pastry do?

CK: There you have your explanation.

TS: It’s not just that we couldn’t get it, that is so great.

CK: But there is a question that Anthony wrote that I think that is related to which is, which is a little bit related to kind of ethical behavior of… in the discipline which is that the students admitted last time that it would be fairly trivial for you to take that next step and even in the absence of you saying but don’t do that or we don’t do that or whatever, they seem to adopt the position that they wouldn’t do that and I think it is…

PD: Wouldn’t do what?

CK: Wouldn’t just create those software… just go ahead  and create some sort of file sharing software and produce it.   So that seems to indicate that there is pretty strong sense in the discipline that there is something sort of non-kosher  about taking that next step. And is it in this particular case or is it seen as compromised work to produce, you know, useable technology or not useable [giggles], let’s say, you know, to go directly to the stage of producing commercial software, I guess?  Is there, is there a higher premium on…(sorry to try and specify this)… is there a higher premium on,  you know, handing it over to industry and letting them take the next step than there would be for….

PD: This gets at two different issues here right?  For instance five years ago before this bubble bursts, you know in the stock market, this was, you know, common place especially computer science.  Probably half of the grad students here were involved in some sort of start-up company; try to commercialize some ideas they may or may not have started here. So there was certainly not anything ethically that held them back. Although I was very concerned at the time because they were not doing research, they were not finishing their Ph.D.s or not really furthering their education, not doing things that in the set of incentives that we here, have here, you know really help them in anyway.

CK: uhm

PD: It is more like going to the gambling halls and hoping that you’re going to get rich, right? But …

CK: I think I can see how you might have had a kind of reaction to that …

PD: And of course it is not only my students but it was the same thing among my colleagues, you know, I was both at Rice and internationally or at least nationally, I mean, I am, I was a minority during that time never was involved to a startup company at least not directly as a partner or some.

CK: Right.

PD: So most of most of my colleagues did it and as a result, you had hoardes of computer science departments that were abandoned. There were grad students lingering without professors being around during the day -- they just showed up to give classes. Otherwise we were gone. That was really a problem. 

CK. Yeah.

PD: But it is probably not the issue you were….

CK: No, no, that is very interesting to compare. You know, because you are suggesting that that is not a problem now. … post-bubble breaking.

PD: But so right now there is just not this pressure here. I mean most people are disillusioned and most people now realize that the chances of actually getting risk…of actually getting rich are slim. You know, it is a lot of hard work to do and long nights and burn out and also the in VCs are not as, you know as easy and they’re not dishing out money, it’s just not as easy to do this now.

CK: Right.

PD: But I think what they … I suspect what they meant is more sort of the ethical issues of putting together a file sharing system that, you know, by and at least has the potential of doing something illegal or you know, with uncertain outcomes for your personal fortune and certainly uncertain outcomes from my ability to attract grants and so forth.
CK: You should put together a virtuous file sharing system one, you know about Creative Commons? So, I have been working with them a lot and they’ve actually been trying to get Kazaa to ... to figure out a way that get MP3 data to hold the license data as well.  So that it is possible to search for music contextually, legally licensed to circulate as opposed to and to know which ones are legal and which ones are illegal.

TS: Well the video-sharing platform that I was talking about that uses Bit Torrent releases all of its material under Creative Commons… and that there is a requirement that you use a specific license if you gonna put anything on the network. That is a virtuous file which….

CK: Although you could take it to next step which is what I was suggesting … you can actually, you know make the system, make that requirement of the system like no content gets uploaded unless it’s licensed….

TS: That is a requirement of a system. That’s what I am saying …

CK: Well no, but anybody can put anything on Bit Torrent. Your requirement …

TS: But not the little network that I was talking about…

CK: Your requirement is a social one in the sense of that there are the people who are on the network would frown on people putting up material that wasn’t...

TS: It actually says everything uploaded to the site is licensed under this… but it is not hard-coded into the video. It just says it, where you get the list of available files that says everything here is released under this particular license and it tells you what the license is and its all originally produced content. It is not the same little network as the vast Bit Torrent deal, it is a little closed network which is actually just shut down due to lack of storage base. Which is interesting because I think it must be because there is not enough….

CK: Not enough people with their clients open all the time.

PD: Yes, right.

TS: Right, I blame Tom. [Laughter].  I think it’s a generational thing on campus though where undergraduates are probably using these kind of clients a lot and Rice IT staff isn’t really familiar so much with how they work…and not sure how to deal with it.

PD: Well they… For instance, they have, they have imposed bandwidth throttling, right, on the interior routers at Rice because they noticed at some point that about 60 percent of the traffic on the inbound links were Kazaa traffic so they are actually they are actually  throttling traffic

TS: What does it mean straddling traffic?

PD: They basically keep it at a certain rate, you know, sort if, once a particular amount of bandwidth is consumed with Kazaa Traffic, additional traffic is gonna be slowed down. So it appears as if your downloads are getting slower and slower.

TS: But that happens to everybody. Like any kind of traffic…

PD: No, Just to Kazaa traffic.

TS: Ohh, just the Kazaa traffic…it knows

PD: So they are specifically targeting Kazaa traffic.

TS: That must be when he told me that where we are checking for a MP3 inbound and outbound, what he was talking about.

PD: Yes, But I mean that is an interesting issue with this licensing thing, right,  because this is not clear that this is technically possible. The problem is how to prevent someone from maliciously or unintentionally taking some license content, removing the license, and…

CK: Putting in a ….

PD: Putting a new license on it. Right..

CK: Then there is absolutely no way to stop that … that is just human behavior.

TS: Right, I mean…

CK: Like no technical way to govern that…

PD: Well, …

TS: Right  like the Attribution part of the Creative Commons license, there is no way to police that. 

PD: And there is … there is even a sort of an interesting open question whether that is possible or not, Dan could tell you a lot about this. There were the music industry and many other folks have been working a long … a long time on this concept of water marking. So it is an electronic way of basically embedding information in a MP3 or whatever it might be or video. Such as you can’t remove it and you can always detect it. So, that would be a way of embedding … permanently embedding a license in the contents so that nobody could remove that license from the content. But it is not clear whether that is fundamentally possible or not.

CK: Or desirable for that matter.  But I guess that’s a different question.

PD: Right, right.

CK: What time is it?

PD: It is 5:30.

CK: So, you need to go?

PD: We should wind up if you can. Do you guys have other questions you want to ask?

TS: Anthony? {mumble}

AP: Peter answered just about all the questions I had. Except You talk about the question that perhaps is more biographical as you started research in the p2p coming from a background that you had in conventional distributed systems…

PD: Right, right.

AP: And what led you to start research in the p2p arena and was there an attraction, an incentive?  What started your … your journey on this really unknown territory as your students so nicely and succinctly put it.

PD: I was actually at sabbatical … on sabbatical at the time. So, I was generally in a mode where I was open for all kinds of things and not overcommitted with other stuff, so … So any sort of  new idea of course falls on fertile ground then when one isn’t committed to anything particular and we were looking at the time at, it was a time when a lot of discussion went on in the newspapers about Napster.  And we were looking at protocols like Freenet and Gnutella that just came out and we just tried to understand what they did, how they tried to attack this legal problem that Napster had.  And it sort of became pretty clear pretty quickly actually at the protocols themselves were not very sophisticated.  But the underline approach was precisely to self-organized, decentralized way of doing it. Sort of the, we were more or less mocking these protocols but at some point through the question came out: could you actually do something real, you know in this model, you know could you build a protocol that can provably find something that would exist for instance in a large network and still maintain the self organization and the decentralized nature. And that was sort of the, you know, the spark that got us motivated

.

CK: Was this when you were at Microsoft research? So, that’s kind of interesting. Because you know, they seem like such a big enemies of this kind of thing.  I mean obviously there is a huge organization, they always have their foot in everything, but maybe you can describe a little bit what it is like there and I mean how it was different from the university and how these kinds of ideas might have come into those research centers.

PD: Yeah actually I learned a few interesting thing about this environment as a result of this experience because you can be in a research lab, but very few companies have real research labs anymore.  But Microsoft does, because they you know, they have lots of money and they are doing it well. You can so to speak fly under the radar screen of a company there. You are left alone, you can work on things, nobody asks what you are doing  as long as you periodically say “well, I am working on the area x, y and z and this is somehow loosely connected to perhaps future products at Microsoft.”  But {for a long} I mean, you can work for months on something without even talking to anyone about this.  And even then, you know when you talk to your manager and perhaps the local,  the lower management, they are usually not judging this immediately based on whether this is in line with corporate strategy or product lines and so forth.  It is only when, when you attract a lot of visibility either inside the company, you know from the product groups or outside through publications that sort of the higher levels of the administration become involved and interested.  So this eventually happened with Pastry.  And basically it meant that… well they became interested in the intellectual property so they basically have been told no longer to collaborate closely with us. So, sort of that close collaboration as a result unfortunately has stopped with Microsoft.

CK: Because they can’t have the intellectual property rights, you don’t want them to…

PD: The problem is that their policy is they don’t even wanna apply for patents that if there is outsiders involved. 

CK: Oh wow.

PD: And Frankly that’s fine with me too. Because I don’t want to do patents on any of this either.  It seems to be kind of counter-productive, if you want to have an open environment. 

CK: But is it still possible to collaborate with people there if it is not under the auspices of… I mean what if there are really smart people there that you wanna work with?

PD: Well, that is one of the things if you work with one of these companies, you have to have to work within they’re… that is the principle cost,  you have to accept their intellectual property policies. So but by and large it’s a very, because these people are left alone, it is a fertile ground for all kinds of ideas.

CK: Sure.

PD: Microsoft is actually internally very interested in this line of problems you know from the perspective of music sharing… but technology as, as a way of building a large robust centralized system. And for instance, they are looking at this for, to use it for instance for windows updating (are you familiar with that?)…

TS: It’s another one of those paranoid I think, I would never do that… [Laughter]

CK: Their reputation is working against them [Laughter]

PD: Of course of course. What actually they are using, they think this peer to peer might help them there. So that the concern most people have is that when you push windows update, it goes to the Microsoft website and downloads updates for your computer. But if you did this in the peer-to-peer fashion you wouldn’t have to go there, it would just contact some nearby windows user who already has the updates.
TS: Even more paranoid, so like then there would be people disguising things as Windows….[Laughter] Well Anthony had an example of Microsoft example which was about document sharing in intranet networks. Right? Inter networks?

AP: In the questions?

TS: Yeah, when you wrote up your questions, you had one about a new Microsoft product that says that you are able to rapidly share 

AP: The new server well at least 2000 Microsoft 2000 server in the office suite have tools that allow for these collaboration-type projects and the way the server has the.. they re-vamped the whole server structures so that the objects are now mapped so the object had a in this environment, in the M drive, or the U drive whatever, it’s been a while,  allowed for easier collabor…, easier sharing and collaboration over a network within the same institutional corporate environment or even outside and the… So the question, that came to mind is how Pastry improves upon that kind of process of collaboration,  because ultimately the idea is that pastry is sharing resources, but also you have these structures that form out of work groups, you might say.

PD: At some level, at some level, you know, what pastry does is sort of orthogonal of the kind of sharing policy where the information flow that you might have with a particular application that is really up to the application designer.  What pastry gives you is a way of basing that system on the environment where you don’t have dedicated infrastructure where you don’t have dedicated servers and you don’t have a company that runs it.  You can base it basically on the resources of participants.  But what, the nature of the application is such, and how the information flows and what policies govern information sharing and security is more or less not affected by that.  Well, within limits [with in this group] there are certain policies that you might want to enforce at the application level that we can do easier than others there are some that we don’t know how to do, in a decentralized fashion.
TS: it seems like all the users are on some dedicated, whatever their ISP is, or like in my case, I have Rice.  Saying like, “you can’t leave it on,” or you know

PD:  yeah right

TS: there’s really no way to free people up from these outside hierarchy of centralized structures.

PD: that is an issue.  It’s a real issue that ISPs sort of, in some cases adopt the same sort of crazy policy of you can download but not upload.  But I think the hope is that if, once there are enough applications where people can really say, “look, I want to be able to run X,” this might reverse the situation.  Where as the ISP says “well if I don’t support this” then people are going to go and find another ISP.

TS:  right

PD: right now, this is so [interesting]

CK:  if there is another one, [laughter] but that is a separate issue

PD: but if there is enough demand, and eventually there is going to be in the ISP [because…]

CK: right, absolutely

TS: one of the great strengths I saw in this system when I was looking at it for the video activist world is that it was able to get around legal constraints of certain countries.  Like, there has been a number of lawsuits against activist websites for publishing information, like in Germany for example, the German rail company sued the local indymedia for having instructions on how to like lock yourself to the rail line to prevent nuclear trains from running through.

PD: right, right

TS: and they sued them in court, and all they had was a link actually on their site to somebody else who had published this information.  So, they way that indymedia dealt with it was to move their server to a different country.  But, it seems that by using this distributed system, you could you really more, you wouldn’t actually have to move the box.  More efficiently move just content around the world in a way, you could just turn off the computer in Germany and that content would still be there much more efficiently.  It seemed like from my perspective this is positive for these activists, but I could see the negative implications of it too, but it seems that it would be much harder to legally police content like that.

PD: right right right.  This is of course how the whole concept came about when people had to defend these music sharing systems, there wouldn’t  be a place that you could go to and sue.  Although this also of course, it’s all dependent on the outcome of these current lawsuits that are pending against..

TS: against individual users?

PD: well on the one hand and against these companies that provide software.  I mean, the argument, the case being made there, as I understand it, is that they provide the technology that principally can be used to violate copyright law, or intellectual property law.  The question is weather they can successfully defend themselves against that.

CK: The DMCA issue basically.

PD: Right right

CK: DMCA is the most evil legislation going from this perspective.

PD: Well they tried to do this with video recorders too right back in the seventies they tried to actually argue that video recorders should be banned because they 

CK: [right]

TS: [cassette recorders before that]

PD: Because they are principally used to, to copy 

CK: [to copy things, like broadcast signal]

PD: copyright information, and they were able to defend themselves because they showed that there is substantial noninfringement use by normal users for many things that are worthwhile that have nothing to do with the intellectual property rights or, the question is whether they can successfully do that in this case as well.

TS:  Is the like, is the dread that came up in the last transcript, the last interview, there seemed to be like a dread about working with things that potentially had illegal uses in it.  In one case in it, from my reading of the transcript, it seemed like it was being, because this was frowned upon my the larger academic community, or is the dread related to these lawsuits that are going on that are going on, like “I could be held personally liable for 100,000 people sharing mp3s?”

PD: oh, yeah defiantly the latter I think, yeah.  I mean I don’t think, I wouldn’t be concerned about what my colleagues would think.

TS: Reputation?

PD: um, no, I don’t think so, I mean I think there’s a… No I wouldn’t be concerned about that, I think it is principally what I or what colleagues might personally be liable for and also I think indirectly how Rice would react.  I know from similar, for instance Dan was in that situation before, um, you know Rice didn’t seem to be particularly keen to hold up the high ground here in terms of academic freedom, you know and risk being sued.

CK: Yeah, well, it is a big balance right, like, how much risk are they willing to take, they generally, you know, the legal people here, generally are totally for academic freedom, that is the reason we hire them, right, but there is a threshold.  Right, and 100,000 people sharing illegally copied music might be the threshold.  As opposed to in Dan’s case, downloading one document off of a website that was found randomly by some woman, in which contained internal documents. Right, like that is different in some way, then.

TS: I thought Dan’s lawsuit was for breaking the ….

CK: Dan has had many lawsuits. [Laughter]

CK: Dan seeks out lawsuits. [Laughter]

TS: Are you talking about the Diebold suit?

CK: yeah.

PD: The one I was thinking of was actually the one about the watermarkings.

CK: the SDMI case

TS: Right, that is the one I was thinking of too.  But, the legal people weren’t keen on that?

CK:  No, they, they had to be convinced… they had to be convinced, to protect him.  But I think that generally speaking if it is explained to them which issues are academic freedom issues, they are on our side, right.  It’s just that they need to understand the different, like, how much benefit there is from upholding academic freedom, versus how much risk there is from being sued by a bunch of people.

PD: Oh, that is for sure. Yeah.

TS: It is a good reason for the graduate students too not to be producing and using stuff that would put them in a really liable position.

CK: they wouldn’t get quite so much protection I am afraid, they are not quite the same valuable assets.  Alright, thanks once again, this is…..
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