Questions for Peter Druschel, Round 2.

Organization of Research in CS

a lot of our questions come from a recognition, based on one interview, that Moshe Vardi does a different kind of research from you guys, so we're trying to get at what these differences are, and if they are incompatible.

*I got the idea that Peter and his assistants draw a line between the projects they are working on and the others’ projects (such as Moshe Vardi’s). For example, he distinguishes the experimental and theoretical computer science research adding that the former is much more involved in algorithms, logic (Moshe Vardi’s work) whereas theirs is more like engineering. 

What do you think about the kinds of projects theoretical computer scientists do.  Are they part of the same science, do you have a sense of structure.

*Another interesting point is his emphasis on the idea that there are no prearranged trust relationships in peer to peer systems which seems again in opposition to Vardi’s game theory-like arguments. Druschel suggests that there is no a priori trust relationship and this system grows organically but when and how does it become shaped with the social restraints? (in this sense what he describes here is very pre-social) Or in other words, when and in which contexts people start to talk about “trust” “responsibility” in peer to peer? 

*Compared to a lot of analogies between people and machines drawn by Vardi, Druschel’s argument is less concentrated on machines. If Vardi’s approach to machines is more like a rational human being, Druschel’s approach to (specifically) peer to peer is more like an autonomous subject which grows organically. Where is the human subject here? What does the computer scientists’ role in this formula? 

* How do agents in peer to peer systems decide... are they individuals or groups?  What use would there be for the kind of thing Moshe does in changing the assumptions under p2p systems.

In the beginning of the interview, the students described p2p as a very new area when they started studying at Rice. Peter is very convinced in the idea of p2p as a means to counteract a emerging crisis in large computer systems (i.e., limitations of current infrastructure, control and security issues, etc). I'd like to find out in more detail what really drove Peter to start research in this new area: was it the newness of the area, possible funding oppoturnities, the attraction of doing something in computer sci that could make an impact in society, or was it some past personal experience in the more conventional computer systems that led him onto this new path.

His grassroots model of developing/growing such a network has to have broad consensus and acceptance. What are the consequences in Peter's mind if the development of the kind of p2p he is working on does not find the necessary support in industry, academia, etc and perhaps acceptance in society at large? At what stage is society ready to think in terms of p2p as Peter and his cohorts conceive this system.

In this line of thought, Peter's students (the ones who were present in the interview) were really excited with working in p2p after taking a course in the area. What does Peter think resonate within his students to be converts to this mode of thinking about networks in a more experimental terms?

I presume When there is pioneering work in a particular field or

sub-discipline the rules of conduct, norms, conventions are adopted from the main discipline or established at the outset by participants in which later participants usually must conform to (until there is a crisis or "break" within this discipline). An interesting admission by his students in the interview that they could easily write applications for file sharing in just a few hours under Pastry, but due to "cultural" restraints in the field (e.g., guilt by association with other file sharing software makers), there are boundaries, which even the students are not willing to cross. In Peter's mind has p2p challenged in any way the CS discipline in what is considered to be acceptable research practices? In Peter's professional experience, do such "limits" exist that Peter has accepted or perhaps placed on himself and his students not to explore because it may taint the project and jeopardize its future development? (he mentions people using the technology to commit illegal acts as a possible concern for him)

Peter is probably familiar with MS products like the office suite, and the network server software especially the latest versions which have built in tools and applications which allow collaboration and workflow to develop more efficiently, map content securely (at least that's what MS is trying to convince us) and has transformed the way people interact professsionally over the intra/internet.  I have a sense how p2p, patry can improves on this, but wondered if Peter could comment if p2p, Pastry would significantly change this kind of collaboration, interaction among professionals. 

On a similar note, Peter argues that p2p offers a very robust model for large networks and its positive feature is the inability to disrupt/incapacitate the system by attacking a single point as in more conventional network systems. My question is about the industry's readiness to accept this technology. Based on my experience with Rice's IT, it seemsthat network admins at corporations and institutions have three things on their mind, totol control of the network, security, and redundancy of content. Peter's system threatens this conventional model of single access of control. Is a single point of control considered a positive from the perspective of these large institutions because they are able to act quickly to fix problems (update software, grant access to users...)? in the last interview, Vardi stated that such a heirarchical model is the most efficient and effective at the present time. How can the p2p project like Peter's convince the mainstream  that this is the best system. Who is Peter's target group...?

Patry's project is an example of an endeavor that is being driven by the

scientist, who must "disguise" it in the grant writing process to get more funding, and not by the market. What does Peter and his collegues and students see as the possibilities Patry in the various social settings? (academic, commercial, scientific, etc.)

Per our roundtable discussion during our session last week, I found Peter's  talk on emergent deviant behaviors in a network (i.e., cheaters) to be fascinating because it hits on the the very ethics question of how people come about to making decisions of what is considered bad behavior and how to punish them if such behavior persists. Their initial research, although not conclusive, is how to deal with bad behavior (e.g., hoarding content), wondered if the opposite has been considered, that good behavior is somehow rewarded in such an organic system (i.e., what if I give you more bandwidth from my machine or produce more content than what is expected of me).

Us vs. Them (Tish)

He specifically lays out two groups that define the bad guys aka “them”:

1. us verses them.. the bad guys, developers that don’t publish or give credit presumably non-academics, open souce developers. “they just don’t think like us”

2. us verses them,.. abusers of the network, not providing content or resources what does peter think about the fact that rice it’s implementation of policy creates a situation in which we are necessarily “bad users” because we are supposed to disconnect from a p2p network after we have extracted content, not providing bandwith.

What kinds of tools are there to deal with bad users?  Who would impliment these, is this a form of centralization?  How do people know what the conventions are for good/bad use, how do people learn this?  Is there a faq? 

he says some academic researchers wont  have anything to do with software that might have illegal applications.  How does his work with p2p affect his reputation among an academic audience?

I think ebru already tackled the organic heterarchy versus hierarchy model, it would be nice to see him elaborate more on this topic, especially in terms of resisleancy and decentralization, could he give some analogies? maybe in the natural world, since he uses the term organic.

other questions

What's up with the organic/biological metaphors.  Central hierarchies vs. none predefined.  Emergence, complexity...  ho can it be differentaited from Moshe's insistence on hierearchy... do you see it as compatible?

You mentioned the unwillingness of some researchers to work on a system that can be used for illegal purposes.  How deep do you think this goes.  Isn't it a bit counter to the scientific ethos? How does this effect the mechanics of applying for grants or figuring out which conferences to go to?

More information about working with microsoft.

- return to the trusted computing initiative (scary).

We picked up on one definition of being a bad apple... not sharing resources.  Tish...

The experimental/theoretical division.  Also what about the distinction with natural science?  Moshe's example of “artifical science”

More explicit details about Pastry:  whos on it, what exactly is on it, how many people.  What makes it a good experimental model.  How do you deal with scale issues if you can only simulate use by vast numbers?

When you create such systems, is it like the security problem, where you imagine that people are endlessly intelligent and will exploit it if they can, or do you assume other things about human nature. 

Metaphors and anaologies with life and with society.                                            

